Málaga, 2017

Volume Editors:
Jorge Dias George Azzopardi
Rebeca Marfil

ISBN: 978-84-608-8176-6

This work is subject to a Creative Commons license:
CC Attrinution - NonComercial - NoDerivs (cc-by-nc-nd)
http://creativecommons.org/licenses/by-nc-nd/3.0/es
This license lets other remix, tweak, and build upon your work
non-commercially, as long as they credit you and license their
new creations under identical terms.

Preface

Scene Understanding has become a popular topic in Computer Science which combines abilities such as perception, analysis and interpretation of both indoor and outdoor
scenes. This topic is a key issue in research areas as cooperative and social robotics
where the robot understanding of its environment is a crucial task. Social interactive
robots can be defined as entities that exhibit social characteristics in order to establish
a natural and intuitive interaction with humans. Cooperative robots goes a step beyond.
And while interaction implies action or influence on someone or something, collaboration will suppose working with others to achieve a common goal. Therefore, in social
and cooperative robotics scene understanding implies the challenging task of understand human actions and intentions.
This book constitutes a collection of original works focused in the understanding
of human activities and intentions within the global framework of scene understanding.
These works are revised versions of proposals presented for the Fourth International
Workshop on Recognition and Action for Scene Understanding, REACTS2017, held in
Ystad (Sweeden) as an associated event of the 17th Computer Analysis of Images and
Patterns (CAIP 2017). The aim of this workshop is meant to bring together researchers
which address the problem of understanding of human activities and intentions from
the perspective of the different involved research communities. The papers presented in
these proceedings have been reviewed by at least two members of the Program Committee (we sincerely thank all of them and the additional referees for their efforts).
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Abstract. Pose detection is one of the fundamental steps for the recognition of
human actions. In this paper we propose a novel trainable detector for recognizing human poses based on the analysis of the skeleton. The main idea is that a
skeleton pose can be described by the spatial arrangements of its joints. Starting
from this consideration, we propose a trainable pose detector, that can be configured on a prototype skeleton in an automatic configuration process. The result of
the configuration is a model of the position of the joints in the concerned skeleton.
In the application phase, the joint positions contained in the model are compared
with the ones of their homologous joints in the skeleton under test. The similarity
of two skeletons is computed as a combination of the position scores achieved
by homologous joints. In this paper we describe an action classification method
based on the use of the proposed trainable detectors to extract features from the
skeletons. We performed experiments on the publicly available MSDRA data set
and the achieved results confirm the effectiveness of the proposed approach.
Keywords: human action recognition, representation learning, skeleton analysis,
trainable pose detector
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Introduction

Automatic estimation of poses and recognition of actions are of great interest for the
community of researchers in computer vision because of their various applications:
think, as an example, to assisted living in robotics or to intelligent surveillance systems,
where action recognition is a key step for the evaluation and the classification of people
behaviors [10].
Comprehensive reviews of methods for recognition of human poses and actions
were published in the past years [19,1]. Although it is not possible to define a strict partition for the existing methods, typically the two categories are considered, depending
on the typology of the representation of the human pose or of the human action. Indeed,
there are methods based on local descriptors and methods based onglobal descriptors.
In the case of methods based on local descriptors, image patches are analyzed in
a bottom-up approach. Usually, the descriptors computed on these local patches are
combined in a hierarchical architecture, e.g. the bag of features approach [9,14,15].
One of the main advantages deriving from the use of local descriptors is that they can
be computed on the whole image, without the need to perform preliminary detection
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and tracking of the objects. This approach can be also employed in cases where the
scenes are crowded. However, this advantage is typically paid in terms of high effort
required for the extraction of the descriptors. Furthermore, the accuracy of methods
based on local descriptors strongly depends on the amount as well as on the reliability
of the interest points detected by the algorithms.
In the second group, global descriptors are based on a top-down approach. The subjects of interest are detected and tracked by using traditional background subtraction
and updating algorithms, and features derived from optical flow, skeletons, silhouettes
or edges are extracted [8,27,6,17]. In this case, only information related to the movement and to the pose of the human is taken into account. The higher the accuracy in
detecting the human subject is, the better the performance of these approaches will be.
For these reasons, several methods based on global descriptors in the last years have
been proposed.
One of the milestones in the research on action recognition was the work of Johansson et al. [12], that demonstrated that several human actions can be recognized by
only looking at the position of the limb joints. In their experiments, these joints were
marked by light-point sources and human observers could recognize actions by having no additional information. Nowadays, several devices, such as the Microsoft Kinect
and the MOCAP systems, allow to reliably extract the skeleton and the limb joint points
of people moving in a scene. The skeleton is a set of rigid segments representing the
bones, connected each other by joints that correspond to articulations. A particular configuration of the skeleton, expressed in terms of spatial arrangement of joints, can be
considered a pose. The temporal evolution of a set of consecutive poses can be associated to a specific action. Within this framework, the theoretical and experimental
studies conducted by Johansson et al. are very important because demonstrated that the
analysis of human skeleton is sufficient in many situations to recognize the poses and
thus the actions performed by a human subject.
The importance of skeleton information has been further confirmed in a more recent experiment in [32], aimed to evaluate the discriminant power of different representations based on skeletons and more traditional low-level appearance features. Indeed,
it has been demonstrated that pose features outperform low-level appearance features,
even when skeletons highly corrupted by noise. Furthermore, although the skeleton
extraction typically requires a computationally-intensive pre-processing step, it is less
sensitive to intra-class variations. These are the main reasons why in the last years
several methods for action recognition based on skeleton analysis have been proposed
[26,7,30,21,20].
The problem of recognizing human actions by analyzing the skeleton can be approached at two levels: a) given two skeleton poses, evaluate their similarity b) given
two sequences of poses, encode such sequences and evaluate their similarity.
In this paper we focus on the construction of effective representations of the skeleton
poses that we then employ as feature extractors in a method for recognizing human
actions. Our main idea is based on the fact that a pose is described by a particular
spatial arrangement of joint positions. We propose trainable features that learn a model
of a given prototype skeleton pose in an automatic configuration process. The features
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that we propose can be used to evaluate the similarity of a skeleton pose to the ones
used for training.
The concept of trainable features was originally introduced in [2], where COSFIRE
filters were proposed for object recognition and keypoint detection. The trainable character of COSFIRE features stands in the fact that their structure is not fixed in the
implementation but it is rather learned in a automatic configuration process performed
on given prototype samples. The automatic configuration of features avoids to design
a set of hand-crafted features to transform the raw data into a suitable representation
or feature vector to be used in combination with a classifier system. This is a kind of
representation learning, where the important characteristics of the patterns of interest
are directly learned from training samples. Trainable features derived from COSFIRE
have been successfully applied to various problems in image processing, such as contour detection [3], delineation of blood vessels in medical images [4,23], color-object
detection [11] and adapted to audio event detection [25].
In this paper we propose a trainable pose detector that is automatically configured by
modeling the position of the joints with respect to a reference point in a given prototype
skeleton (we consider the body barycenter as reference point). In the application phase,
we compute the response of a pose detector by combining a score value that is computed
for each joint in the model. The score of a joint indicates the similarity of the position
of such joint with the one of its homologous in the prototype skeleton. The proposed
pose detector introduces tolerance in the position of each joint in order to account for
deformations of the skeleton with respect to the ones configured in the model.
In the proposed method, we configure a number of pose detectors from training
samples and use them as feature extractors to construct a feature vector that describes
the pose of a skeleton. The so constructed vectors can be, then, used to train any possible classifier. In our experiments, we employed a multi-class Support Vector Machine
(SVM). We carried out experiments on the publicly available MSRDA data set and obtain comparable results with the ones achieved by existing methods based on skeleton
pose analysis.
The paper is organized as follows: in Section 2 we provide details about the proposed pose feature detector and the classification method; in Section 3 we report about
the experimental results that we achieved and compare them with the ones obtained by
existing methods, while we draw conclusions in Section 4.

2

Method

The basic idea underlying the proposed approach is to automatically learn a representation of skeleton poses by modeling the spatial arrangement of skeleton joints with
respect to a reference point (in this work we consider the barycenter of the body). Two
skeletons can be considered similar if the relative position of their homologous joints
is similar. Hence, computing the similarity between two skeletons can be formulated as
computing the similarity between the relative position of their homologous joints. We
propose trainable skeleton pose detectors, inspired by the principles of trainable COSFIRE filters for representation learning in pattern recognition. The proposed detectors
are trained in an automatic configuration process performed on a given prototype skele-
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ton and in the application face it is able to detect the same pattern and modified versions
of it. In the following, we provide details of the configuration and application phases.
2.1

Configuration

Given a prototype skeleton J, the proposed pose detector learns a model of the position
(xi , yi ) of its joints ji , i = 1, . . . , nJ with respect to a reference point in a configuration
process. The value ai is an identifier of the corresponding limb joint point to the skeleton
joint point, while nJ is the total number of joints in the prototype skeleton.
We construct a model S of the prototype skeleton J where each joint is described by
a 4-tuple (ji , ρi , φi , ωi ). The values ρi and φi are the polar coordinates of the position
of the i-th joint with respect to the reference point (xb , yb ):
p
(1)
ρi = (xi − xb )2 + (yi − yb )2
y
−
y
i
b
(2)
φi = tan−1
xi − xb
The value ωi is a parameter and represents the weight assigned to the joint as a measure
of its importance in the concerned action.
We divide the skeleton in two parts, corresponding to the upper and lower parts of
the body, in order to increase the selectivity of the configured detectors for actions that
involve only a specific part of the body. As an example, the action of waving hands
involves only the upper part of the body, disregarding whether the subject is sitting or
standing up. In such case, the weights of the joints in the lower body part are set to
0, so that they do not contribute to the configuration phase and to the computation of
the skeleton pose. This procedure helps to reduce the infra-class variations (e.g. waving
hand for sat and stood up persons can be considered the same action although part of the
skeleton pose is very different) and to increase the selectivity of the configured filters
for specific poses.
2.2

Detection of skeleton similarity

We compute the similarity of a test skeleton to a prototype one by combining a score
for each joint in the configured model. The value of the score of a joint depends on the
position that it has in the test skeleton when compared to the position of the homologous
joint in the model. In practice, we compare the distance relative to the reference point in
the prototype and test skeletons, weighted with a Gaussian function, which allows for
tolerance to spatial deformations. Formally, the score r(ti , ji ) of the joint ti in the test
skeleton with respect to its homologous ji in the prototype skeleton is computed as:
r(ti , ji ) = e

−

D(ti ,ji )
2σ 2
i

(3)

where D(ti , ji ) is the euclidean distance between the position of the joint ti in the test
skeleton and of its homologous ji in the prototype skeleton. The value σi is the standard
deviation of the Gaussian weighting function computed for the i-th joint. It is important
to highlight that σi regulates the tolerance to the position of the i-th joint with respect to
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(c)

Fig. 1: A prototype skeleton with examples of (a) skeletal distance between the reference point
(green spot) and the joint that corresponds to the position of the right hand (in blue); the (b)
considered joint positions (green lines) to configure a model of the upper part of the body; the (c)
Gaussian weighting functions introduced to achieve tolerance to variations of the position of the
joints in the configured model.

the position of its homologous in the model S determined in the configuration process.
The value of σi as a linear function of the skeletal distance d(ji , jb ) between the position
of the reference point jb and the one of the joint ji :
σi = σ0 + α · d(ji , jb ).

(4)

The value of σi increases with the skeletal distance of the i-th joint point from the reference point (i.e. the barycenter of the body). This determines a larger tolerance in the
position of further joints and goes accordingly to the fact that terminal joints have more
mobility than joints closer to the body. The distance d is computed as the sum of the
length of the segments that connect the joints ji and jb (see Fig. 1a). The parameters σ0
and α regulate the amount of tolerance with respect to deformation from the prototype
pattern in the application phase. The weighting function that we considered to account
for tolerance in the position of the skeleton joints contributes to robustness to deformations of the prototype pattern. This property provides generalization capabilities to
the proposed pose detector that strongly responds to the same skeleton pattern used for
configuration but also to similar (or deformed) versions of it.
We compute the similarity R(T, S) between a test skeleton T and a prototype skeleton S as the combination of the measure of similarity between the positions of homologous joints in T and S. It is formally defined as the weighted geometric mean of the
measure ri of the joint position similarity:
R(T, S) =

Y
|S|
i=1

r(ti , ji )

wi

1/ P|S|
i=1 wi
.

(5)
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(a)

(b)

(c)

(d)

Fig. 2: A prototype filter (a) and the response to this filter of different skeletons (b,c,d), having response value 0.7, 0.5 and 0 respectively. The blue lines represent the euclidean distance between
the joints and the homologue prototype.

A few examples of application of the proposed pose detector are shown in Fig. 2,
where the responses of the three skeletons in Fig. 2b, Fig. 2c and Fig. 2d with respect
to the prototype skeleton in Fig. 2a are shown. Note that, as expected, the response
achieved in the skeleton in Fig. 2b, is higher than the response achieved in Fig. 2c and
in Fig. 2a, being 0.7 vs 0.5 and 0 respectively.
2.3

Robustness to reflection and scale

In order to achieve robustness with respect to scale and reflection transformations of
the skeletons, we introduce and apply modified versions of the configured detectors.
Examples are shown in Fig. 3. For each joint ji in the model S, we also apply a reflected
version jis (see Fig.3b), by modifying the original tuples (ji , ρi , φi , ωi ) as follows:
(jis , ρi , π − φi , ωi ),

(6)

The modified angle value π − φi allows to identify those actions that can be performed
in a symmetric way. As an example, a subject can perform the action of drinking both
with the right and the left hands. The two actions are, however, symmetric with respect
to the central axis of the body.
In order to also accounts for correct detection of actions performed at various distances from the camera, we apply a scaled version of the detector (see Fig. 3a) by
modifying the tuples in the original models as follows:
(ji , η · ρi , φi , σi , ωi ).

(7)

The factor η introduces tolerance to actions that are performed at different distances
from the camera. In our experiments, we set this value to 0.8 (for actions performed at
a closer distance) and 1.2 (for actions performed at a further distance).
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(a)
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(b)

Fig. 3: Examples of (a) scaled and (b) reflected versions the proposed pose detector. The green
lines represent the positions of the transformed joint points in the scale- and reflection-tolerant
versions of the detector.

2.4

Classification

We configure a number N of pose detectors for each of the M actions of interest and
use each configured detector as a skeleton feature extractor. We thus construct a feature
vector of M ×N elements, whose values are computed as the response of the configured
detectors when applied to test skeletons. The constructed feature vectors are used in
combination with a classifier to associate a pose to a specific class of interest.
We employ a multi-class SVM classifier by combining the output of a pool of M
linear SVM classifiers, each one trained to recognize poses of a specific class of interest.
We train the i-th SVM using as positive examples the samples from the class Ci and
as negative examples the samples from all the other classes (one-vs-all scheme). In the
classification step, each classifier assigns to the skeleton under test a score si and we
select the class Ci that corresponds to the classifier with the highest score. In case all the
classifiers compute a negative score we assign the skeleton under test to the background
class, i.e. the pose is not recognized.
The so trained classifier is able to recognize skeleton poses in single frames, without
taking into account their temporal evolution. In our experiments, we perform the classification of poses at level of single frames and, successively, aggregate the classification
outputs to action-level. We classify an action by majority voting on the frame-level
decisions.

3
3.1

Experimental results
Data sets

We performed experiments on a publicly available data set, namely the MSR Daily
Activity 3D dataset (hereinafter MSRDA) [28].
The MSRDA data set is composed of 16 classes of actions, which can be considered
daily actions: drink (B1), eat (B2), read book (B3), call cellphone (B4), write on a paper
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(a)

(b)

(c)

(d)

(e)

(f)

Fig. 4: Example frames extracted from the MSRDA data set from the action classes (a) Eat and (b)
Read Book together with their (c,d) corresponding skeletons. Examples of (e,f) noisy skeletons.

(B5), use laptop (B6), use vacuum cleaner (B7), cheer up (B8), sit still (B9), toss paper
(B10), play game (B11), lay down on sofa (B12), walk (B13), play guitar (B14), stand
up (B15), sit down (B16). Each action is performed by 10 people. In turn, each person
repeats the actions twice, one while sitting on a sofa and the other while standing. A
few example frames are shown in Fig. 4. As stated by the data set authors, the position
of the skeleton joints is noisy, thus implying that several samples are corrupted and are
difficult to be recognized by approaches base only on the analysis of the skeleton. We
report two examples of noisy skeletons, over-imposed on the original images, in Fig. 4c
and 4f.
3.2

Results and discussion

We evaluate the performance of the proposed method for action recognition by computing the average recognition rate, the error rate and the miss rate. We compute the
evaluation metrics by considering the classification outputs at action-level. The error
and miss rates refer to samples that are classified to the wrong class and to the background class, respectively.
We achieved an average recognition rate of 64.0% on the MSRDA data set, with
an error rate of 34% and a miss rate of 2%. We report detailed results for each class
of actions in the MSRDA data set in Table 1. Classification errors are mainly due to
mis-classification of the following action classes: read book (B3), write a paper (B5),
use laptop (B6) and play game (B11). This is due to the fact that part of the poses that
constitute these actions are in common, so making difficult to be distinguished by using
only the skeleton information The actions sit down (B15), stand up (B16), sit still (B9)
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Classes

are also subjected to errors. In these cases, the absence of information related to the
temporal sequence of poses does not contribute to correct decisions of the proposed
approach.

Recognition Rate

Error Rate

Miss Rate

B1
B2
B3
B4
B5
B6
B7
B8
B9
B10
B11
B12
B13
B14
B15
B16

0.70
0.7
0.6
0.6
0.1
0.5
1
1
0.3
0.6
0.5
1
1
0.6
0.6
0.4

0.2
0.20
0.20
0.4
0.9
0.5
0
0
0.7
0.4
0.4
0
0
0.4
0.4
0.6

0.1
0.1
0
0
0
0
0
0
0
0
0.1
0
0
0
0
0

Avg.

0.64

0.34

0.02

Table 1: Results achieved by the proposed method for each class in the MSRDA data set.

In Table 2 we compare the average recognition rate achieved by the proposed
method with the ones obtained by other existing approaches on the MSRDA data set.
Note that a direct comparison is possible only with those methods that do not take into
account information on the temporal sequence of poses. Other methods, instead, improve the classification performance and the inter-class robustness by including information about the temporal evolution of poses in the classification models. The method
that obtains the highest value of the recognition rate (68%) by only analyzing the skeleton information is based on Joint position [28]. The results obtained by the proposed
method are comparable to the ones reported in [28].
One advantage of the proposed approach is its trainability. The selectivity of the
pose detectors is not fixed in the implementation, but it is rather learned during an
automatic configuration process, which is carried out on prototype patterns. In order to
configure a limited set of detectors for a given action, we sampled the skeleton pose
sequence by selecting only a confined number of poses which we used as prototypes
for the configuration of a number of pose estimators.
They key aspect of this approach is that the features are not designed by the user but
are learned from training samples by means of an automatic configuration procedure.
Hence, trainable features avoid a step of feature engineering, which usually require
extensive domain knowledge to construct a set of hand-crafted features. The automatic
configuration of features for pose detection that is part of the proposed method can be
considered a kind of representation learning that, similar to deep learning approaches,
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Reference

Accuracy

LOP
Depth Motion Maps
Dynamic Temporal Warping
3DTSD
Eigen Joints
TSD
TSD+3DTSD
Proposed approach
TSD+RTD
Joint Position
Hierarchical Classification
HON4D
Actionlet Ensamble

[28]
[31]
[16]
[13]
[29]
[13]
[13]
[13]
[28]
[13]
[18]
[28]

0.42
0.43
0.54
0.55
0.58
0.58
0.63
0.64
0.65
0.68
0.72
0.80
0.85

Table 2: Comparison of the results achieved by the proposed approach with the ones achieved by
existing methods on the MSRDA data set.

construct suitable representations from training samples. In contrast with deep learning
methods, the proposed trainable pose detectors do not require large amount of data to be
configured. A single detector require only one training sample. However, the proposed
approach learns representations that are less general than the one learned with deep
learning.
Most of the classification errors are attributable to impossibility of distinguishing
action due to the lack of information about the temporal sequence of poses. In further works, the proposed pose detection method can be employed as basic descriptor
and coupled with a methodology for analysis of temporal sequences. In this way, a
higher level classification approach would integrate on a larger time scale the classifications performed at frame-level. An interesting way of improving the performance of
the proposed method is to reduce the number of configured detectors and select only
the most relevant ones, i.e. feature selection procedures can be applied as shown in
similar works on selection of relevant trainable features [22,24]. Reducing the number
of configured detectors determines less computation resources and allows to configure
a system for the detection of a larger number of classes. Further improvements of the
proposed method concern an extensive sensitivity analysis, which is meant to asses the
robustness of the proposed approach with respect to the values of its parameters. Furthermore, at the light of the high discriminant capability on the skeleton data demonstrated by the proposed approach, a combination with other typologies of descriptors
using different information (for instance extracted by the depth images) as well as the
introduction of the temporal information, will surely allow to deal in a more effective
way with the problem of recognizing human actions.

4

Conclusions

In this paper we proposed a trainable feature detector for the recognition of human
poses based on the analysis of the skeleton. The automatic configuration process of
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the proposed approach can be considered a kind of representation learning, where the
features are learned directly from training data instead of being had-crafted by an expert.
The proposed detectors are able to evaluate the spatial arrangement of the joints of
a skeleton in comparison with a given a prototype pattern of interest. The similarity
between a prototype skeleton and a test skeleton is measured by taking into account
some tolerance in the relative positions of the joints. This allows for generalization
capabilities and robustness to distortion and noise.
The results that we achieved on a publicly available data set (average recognition
rate of 64% on the MSRDA data set) confirm the effectiveness of the proposed method
and are comparable with the ones obtained by existing methods based on skeleton analysis.
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1

2

RoboLab, Universidad de Extremadura
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Abstract. With robots shifting towards human-populated environment,
robot navigation is challenging because there are a lot of factors to take
into account, such as social rules or the human intentions. While traditional robot navigation algorithms treat all sensor readings, including
humans, as objects to be avoided, now it is important to provide robots
with the capability to behave in a socially acceptable manner.
This work presents a new strategy for social robot navigation based on
an adaptive spatial density function to efficiently cluster groups of people according to its pattern of arrangement. The proposed function defines regions where navigation is either discouraged or forbidden. The
navigation architecture combines the Probabilistic Road Map and the
Rapidly-exploring Random Tree path planners and an adaptation of the
elastic band algorithm to include the social behaviour. Numerous trials
in real and simulated environments were carried out, which demonstrate
the performance of the clustering algorithm and the social navigation
architecture.
Keywords: Social robot navigation, aware-navigation

1

Introduction

In the not too distant future, it is expected that social robots will be helpful
in everyday life. These robots will perform typical tasks in human-populated
environments, such as offices, hospitals, homes or museums. In these environments where people are constantly present, the robot should behave in both a
human and robot-friendly manner during its movement, exhibiting appropriate
responses.
The term social navigation in robotics has been introduced in the last years
as a way to relate robot navigation in human environments to human-robot
interaction. Developing socially accepted robots has ever been one of the prevalent topics of robotics. A social robot should be able to plan different socially
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Fig. 1: Example scenario to explain the method described in this paper. The
robot is operating in a human-populated environment. It has to choose the best
route and navigate without causing discomfort to any human present.

accepted routes during an interaction with humans and also to exhibit proactive
social behaviours during the navigation [1] (e.g., to wittily enter and exit from a
conversation or to gracefully approach people). In this respect, research on social
robot navigation has followed different goals and calls for inquiries (e.g., can the
robot make noise now? Can the robot move behind people? How fast can the
robot move without disturbing people’s sense of safety? Can the robot navigate
in front of someone?). In most of the cases, the answers to these questions act
as constraints on the paths, turning them anthropomorphic paths [3].
In a previous work of the authors [4], a proposal for a social path planner was
described, which included a model of social navigation. This paper focuses on a
path-planning strategy where it is assumed that humans don’t want to interact
with the robot. In this work, a new mathematical model built upon the use of
an adaptive density function in order to efficiently cluster the individuals is described. The main contribution is the clustering algorithm, which analyses the
environment and then clusters the individuals into groups according
to social interactions between them. This adaptive spatial density function
models personal space around group of people, which prevents the emotional
discomfort humans may feel when approached closer than they like. The concept of this personal space is related to the term Proxemics, which defines spaces
that humans mutually respects during an interaction. Next, the system adapts
the navigation architecture for including the personal spaces, where navigation
is either discouraged or forbidden. Figure 1 illustrates the problem to solve: the
robot located in the kitchen has to choose the best route and navigate from
its current pose to the living-room (target) along a complex environment with
people. The robot has to choose the best path and navigate without causing
discomfort to any human present.
This paper is organized as follows: in Section 2 a review of similar works in the
literature is described. The adaptive spatial density function for social mapping is
presented in detail in Section 4. Next, the social navigation method is described
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in Section 5, and validated by a group of experiments on real and simulated
environments, the results of which are shown in Section 6. Finally, Section 7
concludes with a discussion of the results and future research directions.

2

Related works

Classically, robots working in human environments have used navigation algorithms where all obstacles are considered in the same way, including people.
Social robots must consider people as a special entity, and not like a common
obstacle. Thus, they must evaluate the person’s level of comfort with respect to
the route of the robot, among other behaviour.
Social navigation has been extensively studied in the last decade and several
methods have been proposed from then (an interesting review is presented in
[5]). Different works, such as [6,7,8], have shown that the same proxemic zones
that exists in human-human interaction can also be applied to human-robot
interaction scenarios. The main idea is to create acceptable behaviours for robots
during their navigation. Therefore, the number of works that have incorporated
this notion of personal space model in the path planning step has increased in
the last years [5].
When a robot plans the best path in human-populated environments, it must
address situations such as not passing between two people talking or avoid getting out of the field of view of the people. A broad survey and discussion regarding the social concepts of proxemics theory applied in the context of humanaware autonomous navigation is presented in [9]. There are many works in the
literature with different approaches to this problem [10,11,12,13]. The model of
these forbidden areas for robot navigation is not permanent, as several authors
has pointed out, and can vary accordingly to different aspects, such as previously
experience with the robot [14], or functional noise of the robot [15].
In most human-populated scenarios, people is in conversation forming groups.
In this situations, path planners must take into account this new combined entity,
instead of a single personal space. The problem of identifying and correctly
represent groups of people in the environment is a challenge in itself. Most works
dealing with groups of people are build upon the F-formation system [16,17] or
the O-Space [9] formalization, which states that people often group themselves
in some spatial formation with a shared space between them. In this respect,
this paper focuses on an adaptive spatial density function for clustering groups
of people in different formations, which defines the shared space according to
distances and relative angles between humans. Fig. 2 illustrates the most frequent
Kendon’s formations or arrangements: N-shape, Vis-a-vis, V-shape, L-shape, Cshape and side-by-side. Besides, the O-space defined in [9] is also shown in the
figure. All of them have been taken into account in the function described in this
paper.
The work proposed in this paper defines a mathematical model based upon
the use of an asymmetric Gaussian function [1] to model the personal space of an
individual. Then, the algorithm uses a modified version of the density function

16

A. Vega, L. Manso, D. G. Macharet, P. Bustos and P. Núñez

Fig. 2: Taxonomies of arrangements for a two-person formation defined in [16]
and three-person formation defined in [9]. In the figure, dh is the distance between
humans during conversation. The method proposed in this paper adapts the
social space according to the arrangement.

presented in [18] in order to efficiently analyse the environment and cluster
groups of people according to its pattern of arrangement. Next, this model is
incorporated on the navigation architecture presented in [19], allowing the robot
to navigate in a more social manner among humans.

3

System overview

To plan the best social path in human-populated scenarios, the following strategy is proposed in this paper: i) human detection and representation; ii) clustering of people into groups according to its social interactions; and iii) including
these personal spaces in the path planners algorithms. Thus, the methodology
described in this paper is divided into two fundamental steps:
– Individuals representation and clustering: based upon the use of a Gaussianbased representation for personal space, a global density function to separate
individuals into groups accordingly to its pattern of arrangement is defined.
– Socially acceptable navigation: the social navigation architecture uses the
well-known Probabilistic Road Mapping (PRM) [20] and Rapidly-exploring
Random Tree (RRT) [21] planners, in conjunction with a modified version
of the elastic band algorithm for path optimization [19]..
An overview of the proposed approach is described in the Figure 3. The next
sections describe with details the social navigation framework.

4
4.1

Adaptive Spatial Density Function for Robot
Navigation
Personal space modelling

Let S ∈ R2 be the space of the Global Map. An individual i is represented
by its pose (position and orientation), hi = [xi yi θi ]T , being [xi yi ]T ∈ S
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Fig. 3: Overview of the social navigation framework

and θi ∈ [0, 2π]. An asymmetric 2-dimensional Gaussian function is used for
modelling the personal space [1]. This function associates the distance between
a point p = [x y]T ∈ S and the person’s position with a real value gi ∈ [0, 1].
The expression for the Gaussian function is
2

ghi (x, y) = e−(k1 (x−xi )

+k2 (x−xi )(y−yi )+k3 (y−yi )2 )

,

(1)

where the coefficients k1 , k2 and k3 are used to take into account the orientation
θi , and are defined by the relations
sin(θi )2
cos(θi )2
+
2
2σ
2σs2
sin(2θi ) sin(2θi )
k2 (θi ) =
−
4σ 2
4σs2
sin(θi )2
cos(θi )2
k3 (θi ) =
+
2
2σ
2σs2
k1 (θi ) =

where σs is the variance to the sides (θi ± π/2 direction) and σ represents the
variance along the θi direction (σh ) or the variance to the rear (σr ) [1]. Figure
4 illustrates an axample of the personal space model.
Once the personal space for each human in the environment is calculated, it
is used as the input of a global density function that clusters the individuals, as
the next section explains.
4.2

People clustering

According to [16], for two people in conversation and depending of the kind of
scenario, e.g., spaces open, spaces that are semi-open and spaces where there is
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Fig. 4: Contour map personal space of a single individual as modelled by Equation (1). The person is posed at h = [3.0m 4.0m 245o ]T .

no pedestrian movement, six arrangements are the most frequent. These typical formations were shown in Fig. 2. In conversation of more than two people,
typical formations are defined as O-spaces [9]. Then, when considering groups
of humans, it is needed to define how to associate the various personal spaces of
each individual. In this paper, this association is accomplished by performing a
Gaussian Mixture.
Let ghi (p) be the personal space function for each individual i in the set of
all P of all people in S. The Global Density Space Function Gd (p) is defined as:
Gd (x, y) =

X

ghi (x, y).

(2)

i∈P

Once the association is performed and the value of Gd (p) is calculated, the
next stage is to separate people in groups. The method described in this paper
discriminates the group contour to which each individual belongs, so it can define
regions of forbidden navigation. This is accomplished by using a modified version
of the method described in Viera’s work [18], which is employed for grouping
points in a cloud of points to categorize them as to whether they belong to the
same object.
In order to group individuals into clusters, the method chooses the Ωd and Ωθ
parameters as the smallest euclidean distance and the smallest difference of angles between two people hi (x, y, θ), hj (x, y, θ) ∈ P such that those two are neighbours. These values are given by the insights of proxemics. If hi (x, y), hj (x, y)
are neighbours, then khi (x, y), hj (x, y)k ≤ Ωd and khi (θ), hj (θ)k ≤ Ωθ and the
density contribution δ between them is
δ = ghi (hj ).

(3)

Since ghi (hi ) = 1 for each hi ∈ P , then if hi has k neighbours then G(hi ) ≥
1 + kδ. Therefore, in order to group individuals who have at least k neighbours,
the method can adjust a density threshold φ given by
φ = 1 + kδ,

(4)
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Fig. 5: (a) shows a group of two people in points q1 = [4m, 3m]T and q2 =
[3m, 1.28m]T , with orientations θ1 = 245o and θ2 = 335o respectively. Both
two gaussians are also drawn. (b) shows the result of applying the clustering
algorithm to these groups with φ = 1.0.

and it can compare the value of the Global Function for each point in S and
determine whether that point belongs to the personal space of a group of individuals. The set of such points is denoted by J and given by the expression
J = {h ∈ S | Gd (p) ≥ φ}.

(5)

By manipulating the value of φ either by setting it directly or by manipulating
the value of δ, it is able to control how near or far the border of J is in relation
to each human in the cluster. A validation of this parameter φ is described in
the next section. Figure 5b shows the result of applying this procedure to the
group shown in Figure 5a.
Finally, the contours of these forbidden regions are defined by a set of k
polygonal chain (i.e., polyline) Lk = {l1 , ..., lk }, where k is the number of regions
detected by the algorithm. The curve li is described as li = {a1 , ..., am }, being
ai = (x, y)i the vertices of the curve, which are located in the contour of the
region J. The number of vertices, m, is dynamically adjusted by the algorithm,
being the Euclidean distance between two consecutive vertices, d(ai , aj ), less
than a fixed threshold dl .

5
5.1

Social navigation based in human-populated
environment
Socially Acceptable Navigation

Once the polygonal curves associated to each group of humans, Lk , has been
calculated, the proposed approach integrates this information in the path planners. First, the global planner traces a navigation plan for a given target T ∈ S.
Then, the local planner modifies the plan according to the obstacles and humans
detected by the robot’s sensor. In the proposed approach, the social navigation
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architecture is a modified version of the one presented in [19], which consists of
the next stages:
1. PRM-RRT path planners. First, a graph of the free space is created using a
generalized inverse kinematics algorithm, based on the Levenberg-Marquardt
method. This graph is used by the PRM planner [20] to search for a path
free of obstacles from the robot location to the target. In case that the graph
still had more that one connected region or there was not a direct line of
sight from the robot (or the target) to the graph, the RRT planner [21] is
used. Thus, the final graph that describes the free space is defined by a set
of nodes, N , and edges, E, Gt = (N, E). In Fig. 6, a descriptive example of
this graph is drawn as a set of nodes (red circles) and arcs (red lines). Next,
the path is created by first searching the closest point in the graph to the
current robot’s pose, the closest point in Gt to the target position T and a
path through the graph linking both points.
2. Elastic Band Path Optimization For the path optimization, the initial path
is transformed into a regularly separated series of way-points, or steps, at a
distant closer than the length of the robot. The elastic band path optimization [19] updates the path planned for each step as it is traversed, adapting it
to unexpected events, such as obstacles or group of humans described by the
list of polylines Lk . As illustrated in Figure 6, the path is analysed under the
laser range, and two virtual forces are created. Let’s define the path P = pi
∈ R2 as an ordered set of (x, y) ∈ S locations – called steps – of the robot’s
configuration space. Then, an internal contraction virtual force is defined to
model the tension in a physical elastic band using the following equation:


pi+1 − p
pi−1 − pi
+
,
(6)
fc = kc ·
kpi−1 − pi k kpi+1 − pi k
where pi is the position of step i in the path. The physical interpretation is
a series of springs connecting the path steps, with kc as a global contraction
gain. These contraction forces are illustrated in green colour in Figure 6.
Also, a repulsive force is created to push each step away from the obstacles
and humans defined by Lk to increase the clearance of the robot. A function
d(p) is defined R2 × R2 → {R+ ∪ 0} that computes the minimum distance
of a step p to the nearest obstacle, as perceived by the laser sensor.


kr (ρ0 − ρ(p)) ∂ρ
∂p p < ρ0 ,
fr =
(7)
0
p ≥ ρ0
where kr is a global repulsion gain and do is the maximum distance up
to which the force is applied. These repulsion forces are illustrated in blue
colour in Figure 6. The Jacobian ∂ρ
∂p is approximated using finite differences.
The final force is calculated as a linear combination of both, f = fc + fr ,
that is continuously applied to each step inside the laser field. This force
modify the final path, as is shown in the Figure 6.
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Fig. 6: The final social path is shown as the blue continuous line (4). Besides,
the graph Gt provided by path planners (red colour), and the set of forces are
drawn.

6
6.1

Experimental results
Validation of the adaptive spatial density function

One of features of the proposed method is the existence of a set of parameters
to adjust. These parameters are:
– The Euclidean distance between two consecutive vertices in the polyline, dl .
– The density threshold φ, directly related to the type of formation defined in
[16].
The threshold value dl allows to dynamically adjust the number of vertices
of the polyline. A high value of dl implies that the polyline follows correctly the
shape of the forbidden area. On the contrary, a low value of this threshold creates
a shape of the forbidden region very different to the reality. In order to choose a
correct dl value, several simulated experiments with different individuals in the
scenario were tested. From these experiments, this threshold has been fixed to
dl = 10cm.
The threshold φ allows to correctly cluster individuals according to their
formation during a conversation. The process to approximate this value has
consisted on a set of simulated experiments with humans in different formations
and distances between them, dh . Table 1 summarizes the value of φ for these
formations (i.e., N-shape, Vis-a-vis, V-shape, L-shape, C-shape and Side-byside). The algorithm proposed in this paper adapts the threshold φ according to
the formation (red color in Table 1).
6.2

Navigation in real and Simulated scenarios

To validate the performance of the proposed algorithm, real and simulated scenarios were used. The algorithms have been developed in C++, as components
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Table 1: Different two-person formations and results of the clustering algorithm
in function of the threshold φ and the distance between humans dl .
N-shape
φ Distance Cluster (Y/N)
0,1 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
Y
0,3 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,5 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N
0,7 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N
0,9 50 cm
Y
100 cm
N
150 cm
N
200 cm
N

Vis-a-vis
φ Distance Cluster (Y/N)
0,1 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
Y
0,3 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,5 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,7 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N
0,9 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N

V-shape
φ Distance Cluster (Y/N)
0,1 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
Y
0,3 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,5 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N
0,7 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N
0,9 50 cm
Y
100 cm
N
150 cm
N
200 cm
N

L-shape
φ Distance Cluster (Y/N)
0,1 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
Y
0,3 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,5 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,7 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N
0,9 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N

C-shape
φ Distance Cluster (Y/N)
0,1 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
Y
0,3 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,5 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,7 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N
0,9 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N

Side-by-side
φ Distance Cluster (Y/N)
0,1 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
Y
0,3 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,5 50 cm
Y
100 cm
Y
150 cm
Y
200 cm
N
0,7 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N
0,9 50 cm
Y
100 cm
Y
150 cm
N
200 cm
N

of the framework RoboComp1 . The tests in simulated scenarios have been performed on a PC with processor Intel Core i5 2.4GHz with 4Gb of DDR3 RAM
and GNU-Linux Ubuntu 16.10. The robot Shelly of RoboLab has been the anthropometric social robot used in the real tests. In order to assess the effectiveness of the proposed navigation approach, the methodology has been evaluated
accordingly to the following metrics in both scenarios: (i) minimum distance to
a human during navigation; (ii) distance travelled; and (iii) navigation time. A
comparative study of the proposal with the navigation architecture presented in
[19] is also provided.
The real scenario is located at RoboLab facilities, a 65m2 apartment with
different rooms, such as kitchen, bath or living-room. In this apartment, the same
two persons talk in a vis-a-vis formation in different poses, being dh =1.2m. The
robot Shelly navigates in this apartment to several targets2 . Fig. 7 shows the
set-up of the experiment. The individuals are grouped as is shown in Fig. 7a. A
frame of the video recorded during the test is shown in Fig. 7b. Fig. 8 describes
the different stages of the adaptive spatial density function proposed in this
1
2

https://github.com/robocomp
A video of the real tests is accessible on https://youtu.be/zdTvhhZ7 uMs
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(b)

Fig. 7: a) A representation of the real apartment used in the tests. The robot
Shelly must socially navigate between two groups of people in a vis-a-vis formation; b) A frame of the video recorded during the real tests.

paper. In Fig. 8a, the discomfort experienced by the individuals is modelled
using different curve lines of each Gaussian. In Fig. 8b is drawn the clusters of
persons after using the algorithm proposed in this paper. These clusters describe
the forbidden areas for the robot navigation and are related with the φ parameter
(phi = 0.7). Polilynes associated to each cluster are illustrated in Figs. 8c-8d.

(a)

(b)

(c)

(d)

Fig. 8: a) four persons are located in the real apartment in a vis-a-vis formation;
b) discomfort areas; c) polylines generated by the algorithm; and d) Polylines
are used in the path-planning algorithm to modify the graph of free space.

The simulated scenario is a recreation of this same real apartment with 6 individuals in different formations (see Fig.9a), where the robot navigates between
different targets. The original graph of free space is shown in the Fig. 9b. The
isocontour maps of the personal space are shown in the Fig. 9c. In the Fig. 9d
is drawn the clusters of persons after using the algorithm.
Finally, a comparative study of the proposed navigation methodology and
the navigation system without social awareness [19] is included. For the real experiment, the robot had to perform two different paths, navigating in a socially
acceptable way. Each path has been repeated 10 times. The mean values of the
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Table 2: Navigation results for the real apartment
Social navigation architecture

Haut et al. [19]

Parameter

Value

Parameter

Value

Travelled distance
Total time

8,03m
52s

Travelled distance
Total time

6.0m
50s

dmin Person 1
dmin Person 2

188cm
79cm

dmin Person 1
dmin Person 2

26cm
61cm

Travelled distance
Total time

8.64m
59s

Travelled distance
Total time

6.49m
52s

dmin Person 1
dmin Person 2

167cm
83cm

dmin Person 1
dmin Person 2

88cm
32cm

(a)

(b)

(c)

(d)

Fig. 9: a) 3D visualization of the simulated environment; b) Initial graph generated for the path planners; c) Potential regions of discomfort of the humans
is modelled using Mixture of Gaussians; and d) cluster of persons, which define
the forbidden regions for navigation.

time used by the robot during its navigation so as its traveled distance are shown
on Table 2. The mean values of the minimum distances to each individuals, dmin ,
are also shown in 2. The same information for simulated environment is summarized in Fig. 3. The tests were achieved 10 times in the simulated environment
using always the same targets and positioning of objects and people. From the
results of the experiments, it is possible to conclude that the robot successfully
navigate in a socially acceptable way avoiding the group of individuals. In particular, dmin values using the navigation architecture proposed in this work are
higher than the navigation method without social skills. These dmin values allows the robot to move around the humans without disturbing them. The total
time in reach the targets is higher, but it is normal due to the greater distance
travelled.

7

Conclusions

Despite the increasing use of mobile robots in many different areas and applications, the integration of these into a more social context still has a major
potential for growth. However, this requires the research and development of
techniques that will allow these robots to act in a way that is socially acceptable.
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Table 3: Navigation results for the simulated apartment
Social navigation architecture

Haut et al. [19]

Parameter

Value

Parameter

Value

Travelled distance
Total time

21.99m
175s

Travelled distance
Total time

20.12m
140s

dmin Person 1
dmin Person 2

115cm
160cm

dmin Person 1
dmin Person 2

45cm
52cm

dmin Person 3
dmin Person 4
dmin Person 5

80cm
82cm
220cm

dmin Person 3
dmin Person 4
dmin Person 5

43cm
75cm
71cm

dmin Person 6

109cm

dmin Person 6

58cm

In this article, an adaptive spatial density function for social navigation in
human-populated environment is presented. This density function is used to efficiently cluster individuals into groups according to its pattern of arrangement.
Besides, a social navigation architecture is presented to execute the navigation
considering this social representation. The experiments demonstrate the performance of the approach, so as the improvement of the robot’s social behaviour
during its motion in human-populated environment. .
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Abstract. Robot navigation is one of fist functionalities that attracted
the attention of roboticists and nowadays there problem is considered
a mature discipline in many aspects. However, when considered as part
of a cognitive architecture and when the usual boundary conditions are
removed, navigation becomes again a hard problem that needs to be
approached as a gear forming part of a bigger system. In this paper
we discuss a navigation sub-architecture designed to be a part of a the
robotics cognitive architecture CORTEX, and how it can be evolved
from classical navigation tasks to the more challenging social navigation
scenarios required in social robots.
Keywords: Robotics, Social Robots, Cognitive Architectures, Social
Navigation

1

Introduction

Cognitive architectures have been studied as a part of research in Artificial Intelligence since the 1950s with the ultimate goal of achieving human level intelligence. Cognitive architectures for robotics additionally address the existence
of a physical robot that has to evolve in the real world. However and as stated
in the extensive review of Kotseruba et al [1], there is not a clear definition of
general intelligence, neither a comprehensive set of competencies and behaviours
required for intelligence that can be used to compare the many architectures currently under development. To approach the problem of cognitive robotics, some
authors have extended existing cognitives architectures created to study human
intelligence with specific perception-action modules. ADAPT adds declarative
memory and a schema language to Soar, ACT-R/E ads manipulative, spatial
reasoning and navigation modules to ACT-R and SS-RICS adds subsymbolic
modules to ACT-R providing perception and action algorithms [2]. Architectures specifically designed for robotics give much more weight to perceptive and
action components, seeking creative ways to combine task level planning with
the effective execution of complex behaviours in real-world environments [3] [4]
[5] [6].
In this paper we are interested on architectures designed to create flexible behaviours in autonomous robots, specifically in robots that interact with humans.
These architectures have to encompass several critical features such as real-time
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operation, interleaving of reactive and deliberative operations, complex perceptive functionalities to understand the dynamic world where the robot operates
and large software codebases difficult to manage. To face these challenges, a
modular organization is usually adopted making extensive use of distributed
computing technology in the form of robotics software development frameworks.
These software elements become the building bricks of modern robotics cognitive architectures. Although the goal of these architectures is to be of general
application, when applied to real robots in real scenarios some choices have to
be made. Usually, the type of scenarios, the physical configuration of the robot
and the type of missions to be tackled constrain the set of competences that
will be part of the architecture. Sets of generic competences proposed by several
authors include perception, learning, reasoning, decision making, planning and
acting [7], although it is infrequent to see all of them working together. In practice, more specific functionalities are defined and implemented to support these
competences, such as object and human perception, manipulation and grasping,
navigation, localization and mapping, under additional constraints imposed by
current software and hardware technology.
We are interested on how these architectures can be extended to make existing functionalities operate in more complex situations. This feature might a
be a good indicator of the potential of an architecture to succeed in achieving
robot missions, since most of them are initially designed with a set of necessary constraints that are intended to be removed with time. In this specific case
we focus on the navigation competence, mandatory in most RCAs. We analyse the problem of extending classical navigation among inanimate obstacles to
socially-assitive navigation, where humans enter the scene and new social rules
have to be applied. We proceed with a brief introduction to CORTEX and how
its navigation agent is modified to account for social navigation requirements.

2

CORTEX

CORTEX is a robotics cognitive architecture organized as a set of cooperating
agents that communicate through a shared representation1 . Agents have been
created to provide intelligent behaviour in social robotics scenarios, such advertisement [9], psychiatric evaluation [10] or autonomy enhancement [6] and, thus,
to cover competences such as navigation, localization, manipulation, dialoguing,
object and human perception, task planning and some sorts of learning. Being
a cognitive architecture, CORTEX has a planning and executing agent with access to the domain knowledge of these scenarios. This knowledge is compiled
as a collection of typed objects and logical predicates related by transformation
-if-then- rules 2 . The shared representation used by agents to communicate is a
1

2

The concept of agent is taken here as a generic software module that implements
some functionality of the architecture. These agents can be rational as in [8], reactive
or both, but they keep a predefined structure specified by the architecture.
Although CORTEX provides a graphical editor that facilitates the management of
this knowledge, it can be automatically translated to PDDL [11]
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working memory that holds an updated state of the world around the robot and
of itself. It is not size limited as in biological inspired models and is structured
as a graph named Deep State Representation (DSR). The DSR itself is maintained by an special agent, DSRa, that provides very efficient concurrent access
and publish/subscribe services to the other agents using the robotics framework
RoboComp3 [12]. The most salient features that define DSR are:
– Nodes represent objects and edges are predicates relating nodes.
– Objects can have a list of attributes.
– Nodes have types that are defined in a hierarchy of is-a relationships. This
types capture semantic knowledge about things in the world.
– Predicates have also predefined types that refer to arbitrary relations among
objects such as above, inside, part-of or touching.
– Node’s attributes can be symbolic or numerical. Numerical attributes can
represent kinematic relations between nodes allowing for a complete kinematic tree embedding inside the graph. Also, meshes with the geometry of
robot’s parts or worlds objects can be stored, similarly to the scene-graph
of 3D graphic engines. This feature makes DSR a hybrid representation that
can be used by the agents to reason about it, solve problems, update it with
changes in the world or predict the outcome of actions.
Agents communicate through this graph representation although they can
keep a local copy of all or part of it. Changes made by the agents to the DSR
can be structural, when nodes or edges are inserted or deleted, or non-structural,
when only the attributes of a node are changed. In both cases, all agents receive
a notification of the change by a subscription mechanism. When an agent wants
to change a node’s attribute or add or delete a group of nodes, it sends the
proposed change to the DSR agent. This agent, prior to modifying the graph,
might check that the final state graph is reachable by application of the domain
rules4 .
See [13][14][15][6][10] for a more detailed description of CORTEX and its
application to various robots in different scenarios.
With this architecture we want to combine in an efficient way two confronted
concepts that come up inevitably in the design of any intelligent system:
– Distribution, is an architectural feature needed to cope with the complexity of the software that makes up the robot’s control system and artificial
intelligence. Current social robots executing human commanded missions
in research facilities might deploy between 20 and 60 coarse grain software
components distributed among a local cluster of connected computers. Each
3

4

RoboComp is open source and maintained by a community of developers at
http://robocomp.org
This function is specially interesting if agents have the freedom to insert new subgraphs in the DSR. It can be the case that the resulting graph cannot be reached by
application of the transformation rules in the domain knowledge. If that situation is
accepted, the planner might not be able to solve certain missions.
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component itself is usually designed as a set of partially decoupled concurrent threads. Engineering needs decoupling to build large complex systems
and, in this context, decoupling is implemented as large scale software distributed systems. Each functionality that is isolated from original problem
creates a potential need for communication with the remaining parts.
– Context sharing, is a situation that appears in distributed systems composed
of several decoupled components that, at some point, require data from other
components to make better informed decisions. Cognitive systems rely on
declarative knowledge, i.e. there is a person nearby, that is created, updated
and used in many parts of the system. In general terms, the finer the grain
in a distributed architecture, the more difficult is to access the information
created by other participants.

Fig. 1: Scheme of the CORTEX architecture showing a set of agents interacting with a central, shared representation. Nodes represent object in the world
(and the robot) and edges represent predicates or relationships among nodes.
The result is a hybrid symbolic/numerical representation that can hold data at
different levels of abstraction, from sensor reading to high-level symbols.

The approach followed in CORTEX is an attempt to facilitate the creation of
large distributed software for robots that concurrently perceives, plans and acts
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to take a representational state to a target configuration as defined by a given
command. CORTEX global functioning is driven by two forces, a) the creation
and maintenance of a coherent representation of the environment and of the
robot itself, and b) the transformation of the current represented state into a
goal state.

3

Navigation as global-local interactions

The Navigation agent in CORTEX has been in steady evolution for the last few
years. It was originally designed to tackle the problem of how to accommodate
the local interactions of the robot’s path-following controller, with the global
inputs provided by the path planner. During typical displacements it is common
that a stuck local controller calls for a replanning action, so the path changes
and has to be adapted using real time range measurements. This continuous
interaction between a fast, real-time, reactive, bottom-up behaviour like the local
controller, and a slower, deliberative, top-down reasoning process is paradigmatic
in robotics, and occurs in very different domains, time scales and abstraction
levels.
From an architectural point of view, these local-global interactions have been
approached commonly as function calls among software components running
specialized algorithms. In the approach presented here, interactions are handled
through a shared structure that represents the current path followed by the
robot. This idea was initially inspired by the elastic bands concept presented
in [16], subsequently extended in [17][18] and applied in real world scenarios
[19][19][20], where the path was represented as an elastic, deformable string
exposed to physical forces computed from the range measures of the robot’s
sensors.
We have extended this idea in several ways and built a navigation sub-system
whose structure is self-similar to the overall CORTEX’s organization. An initial
version was presented in [21]. In our agent, several components interact over a
shared representation of the path, creating a particular dynamics that leads the
robot to its goal. Components read and modify the path in several ways, reacting
to changes introduced by others. This organization has, in our opinion, several
interesting advantages:
– The loose coupling among components facilitates the addition of new interactions that modify the robot’s behaviour.
– The explicit existence of the virtual path simplifies the interpretation and
debugging of the whole system.
– The overall behaviour is better understood as a dynamical system driven by
several identifiable forces.
Initially, or when there is no goal assigned to the agent, the virtual path
does not exist and, consequently, the components are in an idle state. When a
target arrives to the agent, the path planner creates a new feasible path using,
whether the local context, i.e. exits a clear straight path to the goal, or the
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geometric model of the environment that is part of the DSR. Once an initial
path is created, the other two components activate. Projector will transform
the real-time laser measurements into a force field that brings the initial mental
construction to the reality. In parallel, Path Follower will drive the robot along
the path, deleting the part travelled as it advances. Eventually, the path will be
completely removed, the robot will be correctly positioned at its destination and
all three components will return to a rest.
The three components that access and modify the path are described in the
next subsections.
3.1

The path

The path is constructed as a software object with a well defined interface. The
core data structure of the path is a list of inflatable 2D points or bubbles that
behave as an elastic band under various internal and external forces and processes. The path is defined as the ordered set, P = pi : p ∈ R2 xN, i ∈ 0..N , with
two real coordinates in a global refererence system maintained by the robot, and
an integer one for the bubble’s radius. Each radius is computed as the minimum
distance to the surrounding objects in the environment, using some robot’s measurementdevice. The function ρ(p) that computes this radius is defined as R2
× R2 → R+ ∪ 0 and is implemented as a search iterating over the laser array
and the list of visible points.
The set of forces and processes that affect the path are:
– The Path Planner creates a new path given the robot’s position and a target,
based on the internal representation of space, DSR, that is maintained by the
collection of agents. The creation of the path initiates the internal dynamics
that will eventually take the robot to the target.
– The first internal force, fs models the tension in a physical elastic band. It
preserves the virtual band from excessive bending, stretching it out if left
alone. The force can be computed from nearby points as,
fs = ks (

pi+1 − pi
pi−1 − pi
−
)
kpi+1 − pi k kpi+1 − pi k

(1)

– The main external force is created by interaction of the path with the Projection component and is described with more detail in Subsection 3.3. This
force pushes the band away from nearby obstacles and interact with the previous one creating a dynamic response of the band to the environment, that
tends to maintain a smooth, safe path among the obstacles in the world.
– There are two cleaning processes that maintain a maximum and a minimum
distance between the points in the band. To do that they create or remove
exiting points when two simple distance thresholds are exceeded. See Figure
2 for an example.
– There is also a process that removes the points of the path that have been
already traversed by the robot. This action causes the path to eventually
disappear signalling the successful conclusion of the navigation task.
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Path Planner

The Path Planner activates either because a new command has arrived from
the task planner, or because the robot is stalled in the path. In both situations,
the Planner will search for a safe path in the DSR representation of the space.
The planning functionality is provided by a combination of two classical path
planners, PRM [22] and RRT [23]. A PRM is used initially to create and maintain a local, fast access, graph of the free space from the existing model of the
environment as represented in the DSR. Most paths are computed on this graph
using standard minimum cost algorithms, but when the target is not reachable
from the graph because there is not a direct line of sight, an RRT-Connect planner [24] used to search for a safe path. This new path is afterwards added to
graph so the next time a similar situation appears, the target will be reachable.
See Algorithm 1. This component improves its performance with time since isolated components that might remain in the graph after creation are progressively
eliminated through additional, low-priority sampling, and the addition of paths
covered by successful missions. With time, path planning is replaced by what
could be seen as a very efficient memory recall of past experiences. Notice that
if the robot is translated to a new room and given a rough map, grid or objectified, of the occupied space, it will quickly build its own graph of free space and
improve it over time.
Result: path
while True do
if new-target then
r = robot-position() ;
t = target-position() ;
pi = r ;
pr = closest-point-in-free-space-graph(r) ;
if not atSight( pr ) then
pi += RRT-plan(r, pr) ;
update-PRM-with-new-samples(pi) ;
end
pt = closest-point-in-free-space-graph(t) ;
if not atSight( pt ) then
pf += RRT-plan(pt, t) ;
update-PRM-with-new-samples(pf) ;
end
path = search-minimum-path-in-graph(pr, pt) ;
path = pi + path + pf ;
return path ;
end
end

Algorithm 1: High-level view of the hybrid path planning algorithm that
integrates PRM and RRT.
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Projector

Once a path is made available by the planner, the Projector component adapts
the trajectory to the external world by providing an external force that interacts
with the path and is computed using the robot’s range sensors. This process
corrects errors in the path that are originated by an imprecise model, a misslocalization of the robot in the model or the appearing of unforeseen obstacles
like people. The Projector agent computes a force field in which obstacles repel
the path proportionally to the distance that separates them. This field relocates
the path at a safe distance from the obstacles increasing the robot’s clearance,
and provides the reactive component necessary for real time control. For each
point in the path pi , the direction of maximum variation of the bubble’s radius
with respect to (x, y) variation in the bubble’s position is computed with a
discrete Jacobian:


1 ρ(p − δx) − ρ(p + δx)
∂ρ
=
(2)
∂p
2δ ρ(p − δy) − ρ(p + δy)
where ρ is the minimum distance function defined above, and p is the point in
the path and x and y are the point’s coordinates. δx, y are discrete displacements
in the point’s position. The Jacobian is multiplied by the difference between a
maximum distance threshold and the current circle radius, and by a scaling
factor to obtain the repulsion force.
(
)
kr (ρ0 − ρ(p)) ∂ρ
p < ρ0
∂p
fr =
,
(3)
0
p ≥ ρ0
Each point in the path is modified according to the sum of the repulsion
force, fr , and the stretching force, fs .
pt+1
= pti + fr + fs
i

(4)

and, with time, the whole path evolves towards an equilibrium point following
a form of downhill search [16].
As an improvement in our implementation, at each iteration of the algorithm
the robot is virtually moved along the path to check for collisions using the
complete geometry of its base projected on the floor plane. In case that the
robot gets too close to some obstacle in this simulation, a situation that can
occur if the robot’s shape is not circular, the α gain multiplying the fr force is
increased by a small amount. If the situation persists, the robot eventually stops
and the path planner searches for an alternative trajectory to the target. Figure
3 shows this situation in a sequence where an obstacle not include in the model
steps into the path forcing the robot to stop and replan a new path to the goal.
3.4

Path follower

This component also activates when a new path is created and drives the robot
along it using a local controller that combines several measurements relating the
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(d)

Fig. 2: Navigation sequence, (a) to (d), showing the interaction of the Projector
and Controller components. Note how the visible part of the path is submitted
to repulsion and stretching forces resulting in a smooth trajectory. The pink
shadow represents the laser field.

robot to the path. First the rotational velocity vr is computed as a quantity
proportional to the angle that the robot’s nose makes with the tangent to the
path at the closest point. We set a high gain so most of the turn required to align
with the road is made at the beginning and the laser field becomes effective,
vr = 0.7 ∗ θ

(5)

with a limiting condition:
(
vmax
vr =
−vmax

vr > vmax
vr < −vmax

(6)

Assuming an omnidirectional robot we need to obtain speed values for the x
and y directions as an vt vector. Initially, we want to align this vector with the
tangent to the road at the closest point to the path, and pointing slightly inwards
if the robot is displaced laterally from the trajectory. Being lr the unitary line
tangent to the path at the closest point to the robot, we rotate it towards the
path by an amount proportional to the signed distance d from robot to the point,
lr∗ = R(α ∗ sgn(d)) ∗ lr

(7)

#
1
1
cos(e−|d| λ ) sin(e−|d| λ )
R(α) =
1
1
− sin(e−|d| λ ) cos(e−|d| λ )

(8)

with,
"

with λ serving as a scaling parameter.
This expressions give the direction of the translation speed vector vt . Now we
scale it according to the conditions of the path and the location of the target. To
do this, different inhibiting factors are computed and multiplied by the maximum
speed that the robot can achieve. The robot, we could say, is refrained from
jumping ahead by conditions related to the path-robot interaction. Defining the
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(a)

(b)

(c)

(d)

(e)

(f)

Fig. 3: Navigation sequence showing an initial plan to the target (a) that is
interrupted by the appearance of an unexpected obstacle (b). The blocking is
detected as a threshold in the amount of free path ahead. The path planner
detects the situation and computes a new path (c) that is again projected and
followed by the robot (d,e) until the goal (e).

robot’s maximum speed as tmax , the first factor is a Gaussian function of the
local curvature c. For in straight segments with c = 0 the factor C takes the
value 1 and has no effect on the initial tm ax speed,
C = e−

absc
λ

(9)

The second factor is also a Gaussian function of the inverse of the distance
to the target dt . When the robot is far from it, a high value of dt produces a
result close to 1. Conversely, when the robot is approaching the target, the factor
quickly lowers to 0,
1

T = e− d t λ

(10)

The third factor couples non-linearly the rotation speed vr with the translation speed vt ,
vr

R = e− λ

(11)

The final translation vector lr∗ is assigned a module that is the product of
the three factors times the maximum robot’s velocity.
lr∗ = tmax ∗ C ∗ T ∗ R

(12)
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Finally, the forward and sideways translational speeds sent to the robot low
level motor controller are obtained as the lr∗ components,
vtx = lr∗ · [1, 0]t
vty = lr∗ · [0, 1]t
One interesting thing in the Path Controller interaction with the path is that
it sees it as a continuous object, as opposed to a collection of ordered points, and
functions such as robot-perpendicular-distance-to-path or angle-between-robotand-path-tangent-at-closest-point are provided to avoid reasoning about each
waypoint conforming the path.

4

Social Navigation

Navigation among inanimate, non-human obstacles can be tackled quite efficiently with the navigation sub-system described above. However, when humans
enter the robot’s scenario they bring with them social rules denoting how moving
things must behave around them. The combination of human social rules with
robot navigation among humans have brought to life the socially-aware robot
navigation new sub-field [25]. As this author claims, “The basic idea is simple:
if a mobile robot can understand and follow social conventions then the humans
will better understand robot intentions and will find the co-existence with robots
more comfortable.”
Our goal in this paper is to show how the current navigation agent can be
extended to a socially-aware navigation agent using the resources provided by
CORTEX, specifically, the architecture’s means to dynamically share information among agents. The access to an extended description of the world is the
crucial step needed by the navigation agent to become social, specifically, the
information about the presence of people nearby, including their orientation and
an estimation of their attitude. These information is provided by a Person agent
that detects people using the data provided by the Microsoft Kinect II SDK. The
agent combines this data with a local perceptive state and injects the processed
information as a sub-tree in the DSR which, in turn, publishes all structural
changes in the graph and also all changes to the attributes of nodes, such as the
joint’s angles.
Once the information of people nearby is accessible to the navigation agent,
the modified algorithm uses Proxemics [36][35] to determine a comfort zone
around people and decide what path to follow and how much security distance
must be kept. The analysis of the situation of the people around the robot and
the computation of their comfort zones has been recently presented in [32][27],
where and algorithm has been derived to delimit the comfort areas around people that should not be invaded by the robot. These areas are expressed as a list
of 2D polygons, as shown in Figure 4, where three configurations of people give
rise to different comfort zones. What interests us in this work is how this new
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(a) One individual.

(b) Two groups of 2 and 3 people.

Fig. 4: Comfort areas for one and several individuals. The final shape depends
on the position and orientation of the individuals. See [32]

interpretation of people wandering around the robot can be translated to the
Navigation agent with a small effort, thanks to its decoupled internal architecture that is self-similar to that of CORTEX’s. The polygons computed by the
algorithm are injected in the navigation sub-system as a hallucination affecting
the real laser measurements. In the laser array humans are detected as two small
obstacles created by the legs. Now, the laser is modified in real-time to expand
those regions into the area covered by the polygons. Figure 5 shows two missions
of the robot Shelly in our lab. The first one using the original navigation agent
that finds a way through the two people talking, and the second one that decides
to detour by an alternative route that avoids the group.

5

Conclusions

We have presented ongoing work dealing with the problem of integrating a new
social navigation algorithm inside an existing cognitive architecture. The problem is specially interesting because when moving from standard navigation - i.e.
among inanimate objects- to socially-aware navigation, what is needed is access
to a new kind of information, the position of nearby people, that is being managed by a different module, probably placed in a distant part of the system.
This kind of situations are among the ones we expect to be handled efficiently
by the CORTEX architecture. The option of a shared working memory of the
nature described in this paper might be controversial, specially in the light of
more distributed or dynamicists approaches to intelligence [28], but we believe
that it is a valuable tool to study autonomy in social robotics. The outcome of
this choices is to be evaluated empirically in forthcoming experiments performed
in real-world HRI scenarios. The introduction of social navigation in CORTEX
with minimum changes is one step in this direction that underpins the potential
of CORTEX to tackle more challenging scenarios.
A next experiment that deepens in this line of reasoning will situate the robot
behind a person that blocks its way to the target. In this situation, social rules
suggest that the robot stops and alerts the human of its presence, instead of
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Fig. 5: Experiment in our adapted apartment -Autonomy Lab- showing the robot
navigating without (a-d) social rules and with (e-h) them among a group of
chatting people.
just moving forward around her. Once the robot stops and talks to the person
several things can happen. For example, the person may turn around first and
step aside afterwards, or she can remain in the same position, without turning,
or still she can turn around and ask the robot for some new mission. Social
robots must be able to handle this variability but to do that other parts of the
architecture must intervene according to the unfolding of events. A conversational module, i.e. Dialogue in CORTEX- has to activate and warn the person
blocking the way and, possibly, engage in a longer conversation. Also, the Person agent has to inject additional symbolic information about the person, so the
Planner agent can obtain a new plan in accordance with the situation, possibly
reasoning about the person’s immediate intentions. We expect that these new
missions can be addressed by CORTEX with minimum changes affecting only
the domain knowledge and some functionality of the existing agents.
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Bandera, A., Romero-Garcı́a, A., Bandera, J.P., Marfil, R.: Gualzru’s path to the
advertisement world. In: IROS-FineR Workshop and CEUR Proceedings. Volume
1484. (2015) 55–65
15. Romero-Garcés, A., Calderita, L.V., Martı́nez-Gómez, J., Bandera, J.P., Marfil,
R., Manso, L.J., Bandera, A., Bustos, P.: Testing a fully autonomous robotic
salesman in real scenarios. In: IEEE International Conference on Autonomous
Robots Systems and Competitions, Vilareal, Portugal (2015) 1–7
16. Quinlan, S., Khatib, O.: Elastic bands: connecting path planning and control.
[1993] Proceedings IEEE International Conference on Robotics and Automation
(1993)

Navigation among people

41

17. Brock, O., Khatib, O.: Elastic Strips: A Framework for Motion Generation in
Human Environments. The International Journal of Robotics Research 21(12)
(2002) 1031–1052
18. Yang, Y., Brock, O.: Elastic roadmaps - motion generation for autonomous mobile
manipulation. Autonomous Robots 28(1) (9 2009) 113–130
19. Hirsch, K., Brandt, T.: An elastic beam approach to predictive vehicle motion
planning. Pamm 7(1) (12 2007) 4130025–4130026
20. Keller, M., Hoffmann, F., Bertram, T.: Planning of Optimal Collision Avoidance
Trajectories with Timed Elastic Bands. 19th World Congress of . . . (2014) 9822–
9827
21. Haut, M., Manso, L., Gallego, D., Paoletti, M., Bustos, P., Bandera, A., RomeroGarcés, A.: A navigation agent for mobile manipulators. In: Advances in Intelligent
Systems and Computing. ROBOT2015 Conference. Volume 418. (2016) 745–756
22. Kavraki, L.E., Svestka, P., Latombe, J., Overmars, M.: Probabilistic Roadmaps
for Path Planning in High-Dimensional Configuration Spaces. IEEE Transactions
on Robotics and Automation 12(4) (1996) 566–580
23. LaValle, S.: Rapidly-Exploring Random Trees: A New Tool for Path Planning.
Technical report, TR-98-11. Computer Science Dept. Iowa State University (1088)
24. Kuffner, J., LaValle, S.: RRT-connect: An efficient approach to single-query
path planning. Proceedings 2000 ICRA. Millennium Conference. IEEE International Conference on Robotics and Automation. Symposia Proceedings (Cat.
No.00CH37065) 2(Icra) (2000) 995–1001
25. Rios-Martinez, J.A.: Socially-Aware Robot Navigation: combining Risk Assessment and Social Conventions. PhD thesis, UNIVERSITY of GRENOBLE (2013)
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Abstract. Comprehensive Geriatric Assessment (CGA) contributes to
preventing frailty of older people. Evaluating the degree of autonomy of
elderly people, its procedures are composed of different assessment activities, some of them can be automated. Motion analysis tests are among
these CGA activities. They can be assessed by an autonomous agent,
saving time for the clinician to focus on other tasks with more added
value, such as interviews or design of care plan. This paper presents a
system to automate these motion tests. It analyzes gait data, extracting
and evaluating meaningful discrete actions via parametric analysis. The
distribution of actions is set according to the test to be performed, and
can adapt easily to new tests. Prior experiments have been conducted
using a social robot equipped with an RGB-D sensor. Despite these experiments have affected a small set of healthy performers, they show that
the proposed approach may be able to autonomously provide a screening
evaluation for the Get Up And Go and Timed Up And Go tests.
Keywords: Gait analysis, Comprehensive Geriatric Assessment, human
motion capture

1

Introduction

According to the estimations of the United Nations, by 2050 one out of every
five people in the world will be over 60 years old [3]. It is necessary, in this context, to design and implement models that help elderly people aging healthy and
maintaining their autonomy. These models implies multidisciplinary approaches,
in which social, medical or engineering dimensions have to be considered. One
important requisite for healthy aging is the development of personalized treatments and long-term follow-up plans. A continuous evaluation of the patient’s
state of health is required to ensure safe autonomy.
Comprehensive Geriatric Assessment (CGA) is the multidimensional diagnostic instrument designed to capture data on the medical, psychosocial and
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functional capabilities and limitations of elderly people [6]. As opposed to standard medical evaluation, CGA: (i) focuses on elderly people with non-easy problems; (b) emphasizes functional status and quality of life; and (iii) usually takes
advantage of an interdisciplinary team of experts.
In a typical CGA session, there are activities that require the presence of
the clinician. However, other activities, particularly the multidimensional assessment, are standard tasks that can be automated and performed by an unsupervised system (e.g. a robot). Such a system has to safely interact with patients
using natural and intuitive channels. It should also adapt to the diverse needs
and constraints of frail elderly people. Finally, it should provide clinicians an
easy interface to analyze collected data, check and modify scores, control the
robot and plan its agenda. A social robot that meets these requirements may
become an useful tool, saving time for the clinician to focus on subjective evaluation, speak with the relatives of the patient, or design the appropriate care
plan.
The use of a social robot to automatically assess functional, cognitive and
motion test used in CGA processes is the idea behind the CLARC project5 ,
funded by the Public end-user Driven Technological Innovation (PDTI) challenges proposed by the ECHORD++ project6 .
One of the objectives within the CLARC project is to provide the robot with
the ability to automatically evaluate motion tests, particularly the Get Up And
Go test [5]. To achieve this task, the robot has to process the gait of a person
using only its sensory inputs. No markers, devices, special garments or scenarios should be imposed, as the process has to be as less intrusive as possible.
This constraint discards most of the systems currently used to capture human
motion in medical and rehabilitation scenarios [14]. On the other hand, in the
last six years cheap RGB-D sensors, and algorithms that use them to detect
human poses in daily life environments, have appeared [13]. The precision and
speed of these solutions are limited. Even when reinforcing algorithms are employed to improve perceived gait [2], the results are far from the ones obtained
with a marker-based system. Despite these drawbacks, these human motion capture systems have become very popular in the robotics community, due to their
advantages regarding price, size and robustness. They do not require tedious
calibration processes, and they can be used (indoor) in dynamic unpredictable
environments. A remarkable precedent is the contribution of Kargar et al. [4].
They use an RGB-D Kinect sensor to capture three gait parameters (number
of steps, duration of each step, turning time) and three anatomical parameters
(distance between elbows, angle between legs and knee flexion angles). These six
features are used in a Classification Support Vector Machine Type 1 (C-SVM)
classifier to automatically classify gaits in the Get Up And Go test into two
categories: high risk of falling or low risk of falling. The obtained classification
accuracy is 67.40%, on tests conducted over 12 elderly people.
5
6

http://echord.eu/essential grid/clarc/
http://echord.eu/pdti/pdti-healthcare/
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This paper presents a system to autonomously evaluate gait. But it is based
on gait splitting into actions, and parametric evaluation, as Section 2 describes.
The proposed system eases the design of new motion analysis tests for CGA
procedures. The system has been tested in the evaluation of the Get Up And Go
test. This implementation is deeply explained in Section 3. While the proposed
algorithm can employ any data source as input, it has been developed to be
implemented in the CLARC robot, using the data captured by its sensors (mainly
an RGB-D device). Section 4 presents this robot. Section 5 details the first set of
experiments conducted to evaluate the feasibility of the approach. These results
are discussed in Section 6, that concludes the paper.

2

Gait splitting into actions

Let a complete gait be a certain recorded motion. The proposed approach divides
this complete gait, G, into a set of discrete actions, ai , to be evaluated. Different
actions can be executed sequentially, but they can also overlap (e.g. the action
’wave hand to say hello’ may be simultaneous to the action ’walking straight’).
Each action is a primitive component defined by a starting condition, an ending
condition and an evaluation function. All known actions share this same format,
and they are stored in a library, called ActionsLib.
Starting and ending conditions include kinematics, dynamics, and even external factors to infer when an action starts and ends. These conditions are
searched for in the gait following the defined sequence (in which, as commented
above, certain actions may be simultaneous to other actions).
Evaluation functions provide a score for each individual action. The score
is computed differently for each action, and may consider time-related issues,
kinematics and dynamics relations, and additional factors.
Processing a gait G models it as a set of N actions, in which each action ai
will be characterized by two values: the action score si , and the action execution
time (the difference between ending and starting times), ti . The gait total score
sT and total time tT can be obtained as a weighted sum of the action values.
Eq. 1 shows how these values are computed. wi are real values ∈ [0..1] that are
set a priori, usually via the empirical assessment of human experts, while ki are
integer values ∈ [0..1] (i.e. ki = 0 or ki = 1).
PN
sT =

i=1 (wi · si )
PN
i=1 wi

tT =

N
X
(ki · ti )

(1)

i=1

Eq. 1 shows that there can be actions which execution time is not added to
the total execution time. This is a requisite to allow overlapping actions (e.g. in
Fig. 1, t3 and t5 should not be added to tT ). There are also motion sequences in
which certain actions are not a part of the gait to be analyzed (see in example
the Seated action in the Get Up and Go test, Fig. 2).
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Fig. 1. An example of a sequence of actions.

3

The Get Up And Go test: use case

Gait/balance disorders are the second cause of falls in elderly adults [11]. The
Get Up And Go test [5] is designed to detect these disorders. In this test, the
patient is asked to stand up from a chair, walk in a straight line for around three
meters, turn back, return to the chair and sit down. The goal is to measure
balance, detecting deviations from a confident, normal performance. Different
factors influence this measure, including symmetry, bending or time employed
to execute certain movements. The proposed gait processor has been employed
to autonomously analyze human walking in this test.
On the other hand, the Timed Up And Go test [10] is a variant of the Get Up
And Go test that measures the total execution time to infer the risk of falling. It
is interesting to notice that computing execution time for each action (Section
2) makes the proposed system automatically able to evaluate this test.
3.1

Action splitting criteria

The Get Up and Go test can be divided into a set of sequential actions (Figure 2).
All of these actions have been incorporated to the ActionsLib library. The total
score for the test is computed by averaging the scores of the different individual
actions (i.e. all wi are similar), and the first action (Seated) is not included in
the computation of the test time: in the test definition, the person may remain
seated as long as required without penalizing the result.

Fig. 2. Sequence of actions for the Get Up And Go test.

A description of these actions, and their starting and ending conditions,
employed to divide the gait, is provided below. Figure 3 shows the most relevant
axis and planes defined in human anatomy, to ease following these descriptions.
Seated The person stay seated.
– Starting Condition: Hips and Knees at the same height (difference in the vertical axis < 15 cm). Knees advanced more than 30 cm with respect to the Hip
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Fig. 3. Axis and planes of the human body.

in the Anteroposterior axis. Head-Hip vector aligned with the Craniocaudal
(vertical) axis (angle < 0.2 radians).
– Ending Condition: The person begins bending to stand up. As discussed
further (Section 5), this condition involves detecting the beginning of the
peak in the torso bending angle (Craniocaudal axis), that occurs when the
person stands up [12].
Standing Up The person stands up from a chair.
– Starting Condition: Hips and Knees at the same height (difference in the
vertical axis < 15 cm). Knees advanced more than 20 cm with respect to the
Hip in the Anteroposterior axis.
– Ending Condition: Hips higher than Knees (difference in the vertical axis >
25 cm [12]).
Standing The person stands still.
– Starting Condition: Hips at least 20 cm higher than Knees [12]. Projections
of hips and knees in the Transverse (Axial) plane very close (distance < 20
cm). Head-Hip vector aligned with the Craniocaudal (vertical) axis (angle
< 0.2 radians).
– Ending Condition: Hip displacement in the Transverse (Axial) plane > 30
cm.
Walking Straight In this action the person walks, more or less in a straight
line.
– Starting Condition: Hips begin to move in the Transverse (Axial) plane.
More precisely, the starting frame is marked as the one in which the hip has
moved more than 20 cm respect to the initial position.
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– Ending Condition: The person deviates too much from a straight line (shoulder axis rotates more than 0.4 radians with respect to the initial orientation),
or stops (hip moves at less than 10 cm/sg, a value far under the average
walking speed [1]).
Turning The person changes direction, turning approximately 180 degrees.
– Starting Condition: The Shoulder axis (vector that goes from left shoulder
to right shoulder) rotates in the Transverse plane more than 0.20 radians
with respect to the initial shoulder axis.
– Ending Condition: Hips move at more than 10 cm/sg in a direction that is
approximately opposed to the initial direction (the absolute value of the angle between the current walking direction and the starting walking direction
is over 2.5 radians), meaning the person has turned completely.
Seating The person starts the action standing near a chair, and ends it when
she seats.
– Starting Condition: Hips at least 20 cm higher than Knees [12]. Projections
of hips and knees in the Transverse (Axial) plane very close (distance < 20
cm).
– Ending Condition: Hips and Knees at the same height (difference in the
vertical axis less than 15 cm). Knees advanced 30 cm or more with respect
to the Hips (person seated) in the Anteroposterior axis.
3.2

Gait evaluation

The previous actions are evaluated considering only the motion of the person,
nor the presence of objects or other environmental conditions. For all the actions
in the Get Up And Go gait, a set
of k scores scaction
is computed, and the action
i
Pk action
action
score is obtained as sc
= 1 sci
/k.
Seated While seated, the person should remain stable. Torso bending is used as
an indication of instability. Being α the angle between the spine and the vertical
axis registered during the Seated action, two scores, scseated
and scseated
, are
1
2
7
computed as follows :


for | max(α)| < 0.26
10
max(α)|)
seated
sc1
= 10·(0.79−|
for
0.26 < | max(α)| < 0.79
0.53


for | max(α)| > 0.79
0
(2)

10
for
|ᾱ|
< 0.26

ᾱ|)
scseated
= 10·(0.52−|
for 0.26 < |ᾱ| < 0.52
2
0.26


0
for |ᾱ| > 0.52
7

all magnitudes use the International System of Units
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Standing Up The Standing Up action is evaluated using two parameters: Lateral torso bending angle in the Coronal (XY) plane (β) and time to stand up
(tsu ). Thresholds for tsu have been selected according to Schenkman et al. [12],
although in their studies only the gaits of 9 women (ages ranged from 26 to 36
years) were evaluated. The two related scores, scstup
and scstup
, are computed
1
2
as follows:


for | max(β)| < 0.1
10
10·(0.2−| max(β)|)
scstup
=
for
0.1 < | max(β)| < 0.2
1
0.1


for | max(β)| > 0.2
0
(3)
10
for tsu < 2

su )
= 10·(6−t
scstup
for 2 < tsu < 6
2
4


0
for tsu > 6
Standing Three parameters are going to be evaluated for this action. The first
score (scst
1 ) considers the torso bending angle. This angle (α) is computed as in
the Seated action. A high bending angle is a sign of instability. The second score
(scst
2 ) measures the hip motion in the Transverse (XZ) plane, being max(hd ) the
maximum displacement of the hip in this plane. The third score (scst
3 ) measures
the time the person remains standing. Although this factor should not be a priori
a sign of instability, in the Get Up And Go test physicians take into account the
hesitation on the patient when starting to walk.


for | max(α)| < 0.1
10
10·(0.2−| max(α)|)
st
sc1 =
for 0.1 < | max(α)| < 0.2
0.1


0
for | max(α)| > 0.2


for | max(hd )| < 0.2
10
10·(0.4−| max(hd )|)
(4)
scst
=
for 0.2 < | max(hd )| < 0.4
2
0.2


for | max(hd )| > 0.4
0
10 for tsu < 5

=
scst
5
for 5 < tsu < 10
3


0
for tsu > 10
Walking Straight The position of the RGB-D sensor in the robot and its field
of view implies that it wont be able to perceive the feet of the person when she
approaches the robot in the Get Up And Go test. Thus, other trajectories are
used to infer the different stability parameters in this action. The final score in
the Walking Straight action depends on five different remarkable items [7][9][11].
) measures the step length steplength, computed by
The first score (scwalk
1
measuring the total hip displacement in the Transversal (XZ) plane, and dividing
it by the number of steps. The number of steps is computed by counting how
many times the distance of the projections of the left and right knees in the
Anteroposterior axis crosses zero.
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The second score (scwalk
) measures the maximum torso bending angle during
2
walking, This angle (α) is computed as in the Seated action, but higher thresholds are employed as the torso moves more during walking. A high bending angle
is a sign of instability.
The third score (scwalk
) measures the variation in the vertical position of the
3
Hip (hhip ). A high value is a sign of an odd gait, stumbles or slips.
The fourth score (scwalk
) measures the maximum aperture of the legs in the
4
Frontal plane. The aperture is measured as the angle (γ) between the projection
of the Knee - Hip vector in the Frontal plane, and the vector, in the Frontal
plane, perpendicular to the vector going from the Hip to the base of the Spine.
The fifth score (scwalk
) evaluates the ability of the person to walk straight. It
5
measures the lateral displacement of the hip (dhip ) during the walking process.


10 for |steplength| < 0.2
scwalk
=
5
for 0.2 < |steplength| < 0.4
1


0 for |steplength| > 0.4

for | max(α)| < 0.2
10
walk
sc2
= 10·(0.4−|0.2max(α)|) for 0.2 < | max(α)| < 0.4


for | max(α)| > 0.4
0

10
for
|h
|
<
0.1
hip

(5)
scwalk
= 5 for 0.1 < |hhip | < 0.2
3


for |hhip | > 0.2
0

10
for |γ| < 0.3

walk
sc4
= 5
for 0.3 < |γ| < 0.7


0
for |γ| > 0.7

10 for |dhip | < 0.5

scwalk
=
5 for 0.5 < |dhip | < 1.5
5


0 for |dhip | > 1.5
Turning The joint trajectories provided by the RGB-D sensor are too noisy,
and useless, when the body turns, so it’s not worthy trying to extract meaningful
3D data from the turning action. The sensor provides an usable Skeleton only
at the beginning and the end of the turning action.
The evaluation is based only on the time employed to turn, tturn , as follows:


10 for tturn < 2
turn
sc1
= 5
(6)
for 2 < tturn < 5


0
for tturn > 5
Seating The evaluation of this action faces the same issues than the evaluation
of the Turning action. So the evaluation is again based only on measuring time
tseating .
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scseating
1

4



10
= 5


0

for tseating < 2
for 2 < tseating < 5
for tseating > 5
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(7)

CLARC, a robotic assistant for CGA

The proposed system has been tested in a particular scenario within the EU
Project CLARC. In this scenario CLARC, a social robot (Figure 4), autonomously
drives the Get Up And Go test while collecting gait data from the performer.

Fig. 4. (a) Prototype of the CLARC robot; (b) CLARC robot interacting with a user.

CLARC is able to navigate autonomously through daily life environments,
perceive people and engage them in basic social interactions. For the particular
scenario of the Get Up And Go test, after welcoming and instructing the person
(Figure 4.b), the robot moves to a position located four meters in front of the
starting chair. Then, it projects a light spot one meter in front of it, to mark
where the person should turn back during the test (i.e. the person will walk
straight for three meters).
Figure 4.a shows that CLARC robot is equipped with an RGB-D device (a
Kinect One). The data provided by this sensor is processed, using the Kinect
for Windows SDK, to extract the 3D positions of the main joints of the person.
This solution has several advantages: it can be easily mounted in an autonomous
robot. It is cheap, robust, lightweight and flexible. It does not impose any calibration processes nor any kind of markers to be worn or located in the environment. The employed sensor has a decent distance accuracy, below 1 centimeter
[8]. However, the provided 3D positions of the different body parts accumulate
higher errors, specially for body parts that are more dynamic (i.e. the hands).
Calderita et al. [2] provided a characterization of these errors for the upper-body.
The errors ranged from around 11 cm. for the hands, to 2.5 cm. for the shoulders
and other torso parts. These results were obtained employing an older sensor and
actually deprecated software, thus they can be reasonably be considered a worst
case scenario for the proposed system.
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There are important issues in this approach to be taken into account. First
of all, the sensor obtains only 30 samples per second. Besides, the current limitations of the software architecture of the CLARC robot reduces this speed
even more, to only 10 samples per second. Secondly, the sensor is mounted on a
fixed location, it has a limited capture volume and the employed SDK focuses
specially on upper-torso motion: as a result, captured gait for the legs and, specially, the feet, is very noisy. Finally, the Kinect for Windows SDK is designed
to capture the gait of people that look to the device. When the person turns
the joints locations are lost, and when she returns to the chair the software provides an erroneous mirrored skeleton. The tests detailed in this paper (Section 5)
were mainly conducted to check the effects of these drawbacks on the ability of
CLARC to produce a coherent evaluation in the Get Up And Go test. They also
evaluate the potential of the proposed gait analysis approach, and the utility of
the Kinect One sensor as a gait capturing device.

5

Experiments

5.1

Setup

The experiments described in this paper were conducted in the living room of
the ActivAgein Living Lab8 . They do not execute the complete use case, but
focus on the gait capture and analysis processes. In these experiments, the robot
and the person were located as Fig. 5 shows. Performers were instructed before
the experiment, so they just wait CLARC robot to introduce itself and start the
test when the robot asks for.
21 adult people took part in the experiments. None of them had a priori
issues regarding balancing and stability. Seven performers were researchers of
the CLARC project. There were 5 men and 2 women. They were aged between
30 and 45 ages. The rest of the performers were not familiar with the system.
Each of them executed the test only once, after being instructed. Among these
sixteen users, two were health professionals, the others were seniors. Among the
seniors, there were 10 women and 4 men. They were aged between 62 and 93
years old, divided as such : 60-70 years: 5 participants, 70-80 years: 4, 80-90
years: 3 participants.
CLARC robot requires to detect the person before she starts the test, and the
employed SDK relies on motion to achieve detection, so the performers stood by
the chair while the robot introduced itself. Then, they seated and began the test.
This initial motion is usually enough to detect the person and begin tracking her.
However, for two of the performers this initialization failed. Another performer
was lost by the tracker when turning so the gait was not valid. Another gait was
not correctly divided into actions due to the Seated action being not correctly
segmented. The remaining 17 gaits could be captured and fully processed.
8

http://www.activageing.fr/

Towards aut. gait analysis in GetUp&Go

53

Fig. 5. Experimental setup.

5.2

Results

Table 1 shows the scores obtained for these 17 gaits. It also includes the total time
employed by each performer (i.e. the Timed Up And Go result). As described
above (Fig. 2), this value does not include the time of the Seated action, as the
Time Up And Go test starts when the performer begins to move from the seated
position.

Id
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Time
(secs)
8.6
15.7
10.1
9.5
11.4
14.9
9.3
9.8
5.6
14.3
6.2
12.2
9.2
18.1
10.7
14.6
14.1

Total
Action scores
Score Seated StndUp Standing Walk. St. Turning Walk. St. Seating
9.72
10
9.74
9.07
9.89
10
9.35
10
7.53 6.29
6.31
7.41
8.84
10
8.82
5
8.51
10
10
7.06
9.80
10
7.73
5
8.18 7.91
5.65
7.41
9.69
10
6.61
10
8.76
10
10
8.77
9.79
10
7.76
5
9.04
10
10
5.60
8.80
10
8.87
10
8.18
10
5
8.88
9.70
10
8.68
5
9.18
10
10
6.67
8.75
10
8.84
10
9.76
10
9.96
8.67
9.90
10
9.78
10
8.80
10
10
8.68
8.78
10
4.13
10
8.07
10
8.99
8.89
10
9.63
10
8.78 9.57
10
9.39
7.67
10
4.86
10
7.49
10
5.60
7.40
8.37
10
6.09
5
7.42
10
10
7.92
7.83
10
6.16
0
7.90 9.54
10
7.18
8.85
10
4.73
5
6.78
10
10
7.33
7.46
5
7.67
0
8.56
10
10
9.43
5.85
10
9.66
5

Table 1. Results of the gait analysis for the Get Up And Go test. Scores are in the
range 0-10. Minimum action scores are highlighted.

As commented above, none of the patient had stability issues. Final scores
match this condition. All results are in the range 6-8 (”Very slightly abnormal”)
and 8-10 (”Normal”). The Timed Up And Go results are mostly under the 12
seconds threshold that is employed to differentiate between normal and below
normal performance. All of them are under the 20 seconds threshold that is
considered acceptable to discard risk of falling.
The 11th performance shows a case in which one of the actions (Standing)
has not been detected. While the gait has been processed, the system generates
an alert as this gait should be reviewed by a clinician to determine what was
wrong. In this case, the performer just begin walking as she was standing up,
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so starting and ending condition for the Standing action were met in the same
sample, making the action be marked as not performed.
Figure 6 shows the trajectories of the base of the spine for an example gait.
It can be seen that the Z coordinate of the trajectory provides a good measure
of the distance walked in the test, around 3 meters in this example (Fig. 5). The
minimum value of this trajectory is located in the turning action, but it is not
useful to obtain starting or ending points for it. On the other hand, the height of
the SpineBase joint (Y coordinate) reveals as a meaningful parameter to detect
the Standing and Seating actions. However, the distances between the average
position of the knees and the base of the spine (Figures 7 and 8), offer the same
discriminative potential and, being relative measures, are invariant against offset
errors and different performers.

Fig. 6. Trajectory of the SpineBase joint (red=X; green=Y; blue=Z).

Fig. 7. Distance in the vertical axis between the knees and the base of the spine.

The angle between the axis that goes from the head to the base of the spine,
with respect to the vertical (Y) axis, is used in the stability evaluation for nearly
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Fig. 8. Distance in the Transverse plane between the knees and the base of the spine.

all the actions. It is also a key feature to separate the Seated and Standing Up
actions. Figure 9 shows that this angle has a peak just before the torso begins
to move up from seated to standing position. This peak appears in all collected
gaits, and is related to the Flexion Momentum phase. According to Schenkman
et al. [12] this phase marks the beginning of the standing up action. The proposed
approach uses the moment in which this flexion motion starts to separate Seated
and Standing Up actions.

Fig. 9. Head-SpineBase axis angle with respect to the vertical (Y) axis.

Figure 10 shows the evolution of the shoulder axis angle during the gait.
There are two moments in which the person turns: at the beginning of the
Turning action (the person turns to return to the chair), and at the beginning
of the Seating action (the person turns to sit down). Although the shoulder axis
angle is a very noisy measure, the two peaks related to these two moments can
be clearly seen.

6

Conclusion

The purpose of this paper has been to analyze the ability of a social robot,
equipped with a Kinect One device, to evaluate a person performing the Get Up
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Fig. 10. Variations in the shoulder axis angle in the Transverse plane.

And Go test. Results show that the proposed system is able to complete this
task. It has been able to correctly evaluate gaits of senior men and women with
no a priori stability issues. As an additional benefit, the system provides the
result for the Timed Up And Go test.
Several issues and drawbacks have been detected during these prior tests.
First of all, noisy perception, partial gaits and occlusions are common in daily
life environments. Although the Get Up And Go test is performed in a controlled
scenario, some of these issues may appear in certain performances. The proposal,
based on sequential detection, is not robust against errors that affect one of the
actions: if an action is not correctly detected, the chances of this issue invalidating
the complete gait analysis are high. Experiment show that the system certainly
produces a high percentage of undetected gaits.
The sampling time is also a strong constraint for the proposed system. 10
samples per second are not an acceptable value to capture human gait. Current
works within the CLARC project are being conducted to rise this value as close
to the maximum (30 samples per second) as possible.
Another important issue is related to the falling risk evaluation itself. In this
proposal the total score for the gait is obtained by averaging action scores. But
a very low value in a particular action may indicate a high risk of falling, even
if for the rest of the gait scores are good. Table 1 marks the minimum action
score of each gait, showing that some of them are far below the averaged, total
score. But if a non-averaged evaluation is performed, it is necessary to correctly
weight the action scores, or set score thresholds only for certain actions. More
evaluations of gaits of frail elderly people, assessed by clinicians, are required to
determine which actions should trigger an alert of falling risk regardless the rest
of the gait. These evaluations are also required to execute a second round in the
tuning of the parameters employed in the action evaluation.
Data for the ankles and even knees motion are noisy when captured with
the Kinect One mounted in the robot. Unfortunately, the device cannot tilt
or be placed elsewhere if it had to capture the complete body motion during
all the test. As a result, some of the parameters required in the evaluation of
the Walking actions may not be precise enough. This particular issue can be
addressed in the particular case of the CLARC robot as follows: the robot uses a
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LIDAR device to navigate through the environment (Figure 4.a). Data provided
by this sensor will be fused with RGB-D data to improve the perception of the
lower parts of the legs.
Finally, the system has not yet being tested by people with walking or stability issues. It is presented here as a proposal in which preliminary tests have
offered promising results. Further deep tests, assessed by medical experts, and involving people affected by different issues, are required to validate this proposal.
These tests will be intensively addressed in the next two years.
Despite these issues, the proposed system reveals as an interesting tool for
screening and monitoring. It may not be precise enough as to provide a definitive
score without the supervision of a clinician, but it can provide a rough diagnostic
that allows discarding some performers as having risk of falling, or alert an expert
supervisor if any issue is detected in the gait.
The proposed system relies on a parametric adjustment of discrete actions
to evaluate a gait. An interesting alternative would be the use of deep learning
techniques, applied to the complete gait or to already discretized actions. A score
could be provided according to the comparison against a set of annotated gaits.
This approach will also be evaluated, once the system has collected an adequate
amount of gaits for the training.

Acknowledgment
This work has been partially funded by the European Union ECHORD++
project (FP7-ICT-601116) and the TIN2015-65686-C5-1-R Spanish Ministerio
de Economı́a y Competitividad project and FEDER funds. The authors warmly
thank the members of the ”Amis du Living Lab” community for their participation in this research.

References
1. Bohannon, R.W.: Comfortable and maximum walking speed of adults aged 20-79
years: reference values and determinants. Age and Ageing. 26, 15–19 (1997)
2. Calderita, L.V., Bandera, J.P., Bustos, P. and Skiadopoulos, A.: Model-Based Reinforcement of Kinect Depth Data for Human Motion Capture Applications. Sensors.
13(7), 8835–8855 (2013)
3. Ageing and welfare state policies. https://ec.europa.eu/info/business-economyeuro/growth-and-investment/structural-reforms/ageing-and-welfare-statepolicies en Last visit in June 2017.
4. Kargar, A.H., Mollahosseini, A., Struemph, T., Pace, W., Nielsen, R.D. and Mahoor,
M.H.: Automatic Measurement of Physical Mobility in Get-Up-and-Go Test Using
Kinect Sensor. Annual Int. Conf. of the IEEE Eng. in Medicine and Biology Society,
201, 3492–3495 (2014)
5. Mathias, S., Nayak, U.S.L. and Isaacs, B.: Balance in elderly patients: the get-up
and go test. Arch. Phys. Med. Rehabil. 67, 387-389 (1986)
6. Matthews, D.A.: Dr. Marjory Warren and the origin of the British geriatrics. J. Am.
Geriatr. Soc. 34, 253–258 (1984)

58

Bandera et al.
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Abstract. Complex Human-Robot Interactions (HRI), e.g. occurring in assistiveaid applications, require the automatic understanding of human facial expressions
in order the intelligent agent could adequately and timely react when facing a particular emotion of its human interlocutor. In this work, we present a new approach
to automatically detect and recognize such facial emotions. On one hand, active
contours are first applied to detect the face and the changes/moves of its parts (i.e
of the mouth, the eyes, etc.), leading to visual patterns which consist in a new
quantification of face expressions. On the other hand, an innovative tree-structure
based on these detected patterns is proposed in order to effectively recognize the
human emotions, such as happiness or surprise, by both increasing the automated
process robustness and its computational efficiency. We have evaluated our algorithms on standard face datasets. Our proposed approach has shown excellent
performance, outperforming state-of-the-art methods.
Keywords: facial expressions, emotion modelling, computer vision and robotics.

1

Introduction

With the extensive growth of companion robots dedicated to assistive aid, efficient communication between robots and humans is crucial [1], [10], [23].
As more than half of the information within people’s communication is of a nonverbal type [18], the automated capture and processing of such behaviours is thus an
important task for complex human-robot interactions (HRI).
In particular, facial emotions are rich of information as they present universal and
essential aspects, which have been first studied by Charles Darwin [5], and which can be
useful nowadays to enhance the communication between intelligent agents and human
beings.
Facial expressions are usually coded using the Facial Action Coding System (FACS)
introduced by Paul Ekman [7] and relying on basic poses called Action Units (AU) [15],
each reflecting a characteristic movement of a part of the face and of the related facial
muscle(s). For example, the Action Unit 26 (AU 26) corresponds to the ‘Jaw Drop’ and
is actioned by the Masseter, relaxed Temporalis and internal Pterygoid muscles.
It is worth noting the AUs themselves can be represented by two factors, i.e. the
presence and the intensity. The presence (p) could be scored 0 if the specific AU is not
visible in the scrutinised face or 1 if the AU is visible in that face, while the intensity (i)
is ranked over a 5-point, alphabetical scale from the minimal (A) to the maximal (E)
intensity.
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Table 1. Facial emotions expressed in terms of specific sets of Action Units (AUs) as per Emotional Facial Action Coding System (EmFACS) [8].
Emotion
Happiness
Sadness
Surprise
Fear
Anger
Disgust

Action Units
{AU6, AU12}
{AU1, AU4, AU15}
{AU1, AU2, AU5B, AU26}
{AU1, AU2, AU4, AU5, AU7, AU20, AU26}
{AU4, AU5, AU7, AU23}
{AU9, AU15, AU16}

Human emotions have been standardized into 6 categories, namely, happiness, sadness, surprise, fear, anger, and disgust [22], and have been expressed in terms of specific
sets of these AUs (see Fig. 1), leading to the Emotional Facial Action Coding System
(EmFACS) [8] as illustrated in Table 1.
In addition, the neutral expression, i.e. the one showing no particular emotions nor
presenting significant facial movements as demonstrated in Fig. 1(b), corresponds to
the Action Unit 0 (AU 0).
The automatic recognition of human emotions conveyed by macro-facial expressions consists usually in the processing of the captured image of the face in order to
extract the visual characteristic features and the resulting facial landmarks, followed by
their classification involving machine learning or template matching [13], [12]. For this
purpose, the most common features are the Linear Binary Patterns (LBP) [25] or the Interest Points (IPs) [24] describing the face at the local level. Some other papers suggest
the use of Optical Flow [9] or Edge Maps [14]. However, these methods provide scattered information about the facial features. The Active Shape Model (ASM) has been
proposed [4] and is an effective solution [16], but this model lacks of flexibility.
Some recent approaches involve Deep Learning [3]. Despite its efficiency in identifying appropriate features, this semi-black-box technique requires a large amount of
data in order to be tuned, and shows high sensitivity to the initial data quality [6].
In this paper, we propose to use, on one hand, multi-feature active contours to detect facial expressions, and on the other hand, tree-traversal, face expresssion pattern
matching algorithm (ematch) to recognize the facial emotions.
Indeed, multi-feature active contours [21] combine the advantages of edge maps,
optical flow, active shape models, and interest points all together, while providing a
coherent and computationally efficient solution, leading to a new quantification of the
facial emotions.
Conjointly to computer-vision studies of face expressions, it is a widespread practice to schematize facial emotions as groups of text characters called emoticons, such
as :) for happiness or :( for sadness, or graphic portrayals known as emoji (see Fig. 2).
One can observe in these symbolic representations the faces are only pictured by ‘eyes
+ eyebrows’ and ‘mouth + lips’ groups, and the emotions are expressed/distinguished
by position changes in the sole ‘mouth + lips’ pattern.
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(a)

(b)

(c)

Fig. 1. Illustration of the sets of Action Units (AU) present in different facial emotions such as
(a) happiness, (b) neutrality, or (c) sadness.

(a)

(b)

(c)

Fig. 2. Standard emoji expressing emotions of (a) happiness, (b) neutrality, or (c) sadness.

Hence, in our work, the Action Units (AUs) are grouped in upper facial patterns
(‘eyes + eyebrows’) and lower facial patterns (‘mouth + lips’), delineated by the active
contours in an automated way.
Furthermore, the emotion pattern tree uses exclusively lower-face action units and
has been built to contain only a minimum number of such patterns with the lowest tree
depth. It assumes also the scrutinised face is not occluded during its observation phase.
This simplified pattern model based on Action Units mapping the emoticons and
following a tree structure helps to alleviate the companion agent’s CPU workload,
while the proposed overall system which integrates the multi-feature active contour
technique and the (ematch) algorithm provides an effective support to enhance face-toface human-robot conversations.
In this work, the original contribution is quadruple, and consists of:
– the first use ever (as far as we know) of active contours in context of the facial
emotions’ visual study;
– the proposed anatomical contour initialization based on the human face’s morphological properties;
– the presented facial emotion pattern tree serving as template for the emotion matching process;
– the new algorithm (ematch) used to automatically compare the extracted contour
patterns with the template ones in order to recognize the face emotion.
The paper is structured as follows. In Section 2, we present our active-contour-based
approach to detect and recognize face emotions. At first, the face and its characteristic
parts are automatically detected by means of the multi-feature active contour method.
Then, the extracted facial patterns are matched with the proposed emotion pattern tree,
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in order to recognize the corresponding facial emotion. The performance of our approach, which was successfully tested on data containing images of persons’ faces with
both acted or natural-pose expressions, is reported and discussed in Section 3. Conclusions are drawn up in Section 4.

2

Proposed Approach

Our facial emotion detection and recognition system involves six major computational
phases.
At first, the face, which embodies the overall foreground, is detected in the original
image, such as Fig. 3 (a), using the multi-scale active contour technique [20], where the
active contour is a two-dimensional closed curve that evolves in the image plane from
a given initial position to the foreground boundaries, characterizing thus the shape and
the position of the object of interest. More specifically, in this work, the active contour
is represented by a parametric plane curve C(c) : [0, 1] → R2 whose modeling involves
a B-Spline formalism, while its evolution is guided by internal forces (αC : elasticity,
βC : rigidity) described by the curve’s mechanical properties and the external force Γ
resulting from characteristics of the face image under study, computed by the dynamic
equation as follows:
Ct (c, t) = αC Ccc (c, t) − βC Ccccc (c, t) + Γ,

(1)

with Ccc and Ccccc , the second and the fourth derivative with respect to the curve parameter c. The external force Γ is obtained by computing the Multi-Feature Gradient
Vector Flow (MFVF) from the multi-scale edge maps of the face image [20]. This resulting force has a large capture range as well as a bidirectional convergence, leading
to a precise delineation of the face’s boundaries.
Secondly, the face, which was detected and located thanks to Eq. 1, is further
cropped to encompass only facial features, such as the eyes, eyebrows, nose, mouth,
and lips, defining a ‘small face’ bounded by a square characterized by [xmin , xmax ]
and [ymin , ymax ] values, with |xmax − xmin | = |ymax − ymin | = L, as in Fig. 3(b).
Then, this ‘small face’ is aligned [19], i.e. rotated till the nose is in a vertical position,
and could be thus a facial point of reference as displayed in Fig. 3(c).
Thirdly, a second multi-scale active contour P such as P(c) : [0, 1] → R2 is initialized based on the face’s morphological properties and anatomical proportions, i.e. it
corresponds to an initial rectangle where the length is equal to [xmin + 0.25L, xmin +
0.75L] and the width to [ymin + 025.L − ∆, ymin + 025.L + ∆], with ∆ = 0.1, as
demonstrated in Fig. 3(d). After this anatomical contour initialization, that inner active
contour P evolves according to:
Pt (c, t) = αP Pcc (c, t) − βP Pcccc (c, t) + Γ,

(2)

with Pcc and Pcccc , its second and fourth derivative with respect to the curve parameter c and with αP and βP , its elasticity and rigidity, respectively. The contour evolution
as described by Eq. 2 stops automatically once the contour reaches the boundaries of
the inner targeted foreground, i.e. ‘mouth + lips’ pattern as shown in Fig. 3(e).
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(a)

(b)

(c)

(d)

(e)

(f)

Fig. 3. Illustration of the different steps of the process to delineate the mouth part of the face
for the detection of the lower-face action units: (a) original image; (b) inner face detection; (c)
inner face schematisation; (d) initialization of the active contour; (e) final position of the active
contour; (f) extracted mouth contour pattern. Better viewed in colour.

Fourthly, the final inner active contour defines thus the lower-face emotion pattern
Pm of the observed face and the active contour pattern could be then extracted as illustrated in Fig. 3(f).
The emotion pattern tree could be built online or offline, and does not require any
extensive training [11]. It is designed as a tree (displayed in Fig. 4) because of the
intrinsic computational efficiency of this kind of data structure. The proposed tree takes
action units as nodes, while its leaves contain the resulting emotions, dependent of the
presence (p = 1) or not (p = 0) of the relevant action units. This decision tree has a
depth of four, and has been pruned taking into account the emoticon model focused on
simplified, lower-face action units as well as the co-occurrence of some AUs (see Table
1) or their mutual exclusion (e.g. AU24, i.e. ‘lips pressed’, and AU25, i.e. ‘lips apart’).
Finally, the matching of the extracted contour pattern with the contour patterns of
the emotion pattern tree nodes is performed using the Algorithm 1 we called ematch and
relying on facial morphometrics such as face’s shape and area. Hence, in the Algorithm
1, A(Pi ) represents the area inside the active contour pattern Pi , while dS (Pi , Pj ) is the
similarity distance between two active contour patterns Pi and Pj and is computed by
means of the enhanced Hausdorff distance [2].
The result of our ematch algorithm (Algorithm 1) is the recognition in the studied
face of the expressed emotion, i.e. disgust, sadness, happiness, fear, surprise, anger or
the neutral expression, given by the corresponding leaf of the emotion pattern tree.
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Algorithm 1 Emotion Matching (ematch)
Given Tm , the lower-face emotion template tree,
Let us defineProot (Tm ), the active contour of the AU ‘mouth + lip’ pattern at the root of the
considered tree Tm ;
Pm , the active contour of the candidate subject’s ‘mouth + lip’ pattern;
Tm,root , the root of the Tm tree; Tm,lef t , the left subtree of the Tm tree; Tm,right , the right
subtree of the Tm tree;
thS , the shape threshold; and thA , the area threshold;
ematch(Pm ,Tm ) do
if
(Tm,lef t = ∅) & (Tm,right = ∅)
then
T he emotion is the value of Tm,root .
else
if
dS (Pm , Proot (Tm )) < thS



& |A(Proot (Tm )) − A(Pm )| < thA

then
ematch(Pm , Tm,lef t )
else
ematch(Pm , Tm,right )
end if

end if

end do
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Fig. 4. Emotion pattern tree where nodes are based on selected, lower face action units (AUs)
which could be present (p=1) or absent (p=0) in the scrutinised face, and where leaves are representing the resulting emotions such as disgust, sadness, happiness, fear, surprise, anger, or the
neutral expression.

3

Experimental Results

In order to validate our presented approach, our method has been implemented in the
4th-generation MatLab language (Mathworks, Inc.). The resulting prototype system has
been tested using a commercial computer with a processor Intel(R) Core(TM)2 Duo
CPU T9300 2.50 GHz, 2 Gb RAM, and applied to a database containing 240 face
images.
More specifically, the dataset consists of 240 pictures of human faces with a straight
pose against a plain background, which could have a varying level of noise. The images
are in a 32-bit, gray scale format, and their typical resolution is 320x243. These dataset
images contain the faces of people of different age, different gender, different ethnic
background, and also with different structuring elements such as glasses, moustache,
beard, etc. all faces expressing emotions.
In particular, the dataset is composed of two image subsets. One set holds 180 acquired pictures of 15 subjects which show acted or natural poses of four expressions, i.e.
of the three emotions, namely, happiness, sadness, surprise, and of the neutral expression. Each individual face expression has been captured three times over a three-minute
lapse of time. The other image set includes the 60 pictures of the standard Yale Face
Database, with the faces of 15 different subjects acting to appear happy, sad, surprised
or neutral. ; Furthermore, the entire dataset has also a groundtruth file attached to it,
where the expressed emotions have been identified by three humans for cross-validation
purpose and labeled with the corresponding poll-winning result.
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Table 2. Performance of our proposed approach for the automatic detection (experiment 1) and
recognition (experiments 2-3) of facial emotions, compared to the state-of-art methods (*) [14]
and (**) [17], respectively. The presented rates are the mean average values.

experiment 1
experiment 2
experiment 3

state-of-art approaches our approach
85.8% *
99.2%
91.7%**
96.2%
94.6%**
98.8%

The first carried-out experiment consists in testing the ability of our system to detect the cornerstone ‘mouth + lip’ pattern, as illustrated in Fig. 3. For this purpose,
we compared our algorithm’s performance in terms of standard detection rate with the
traditional edge-map method [14].
We can observe in Table 2 that our approach outperforms the state-of-art one. Indeed, our average detection rate over the entire face dataset is of 99.2%, while the face
emotion detection is computed within few milliseconds by our system.
In the second experiment, we applied our method to the dataset images that contain the face of a same person acting different expressions, in order to recognize these
expressed emotions with our algorithm.
Examples of the results, which were obtained when recognizing the happiness, the
sadness, the surprise or the neutral pattern with our method, are presented in Fig. 5,
where the subjects are of different genders.
In the third experiment, our system was tested for the recognition of the same emotion on the face of different persons acting the same expression (e.g. ‘surprise’), but
having different traits, such as a moustache, etc.
Some samples of the obtained results with our approach are shown in Fig. 6, where
the subjects have different age and ethnic background.
For both experiments 2 and 3, we have used our multi-scale active contour technique (described in Section II and assessed in the first experiment) in conjunction with
the ematch algorithm (Algorithm 1), in order to compare the contour patterns of the extracted active contour with the ones from the emotion template tree of depth 4 as shown
in Fig. 4. For these experiments 2 and 3, we compared our approach’s performance in
terms of emotion recognition rate with the well-established LBP method [17].
As reported in Table 2, our overall mean average recognition rate across the dataset
for the different emotions expressed by a same subject, whatever the gender, is of
96.2%, while the overall mean average recognition rate across the dataset for a same
emotion expressed by different subjects, whatever their age and ethnic background, is
of 98.8%. Hence, these values obtained in both cases by our method demonstrate excellent scores and outperform the sate-of-art ones.
Moreover, our approach present an excellent computational performance which is
up to three times faster than the state-of-art solutions. Hence, our system could be used
within a real-time, human-robot interaction framework.

67

(a)

(b)

(c)

(d)

Fig. 5. Sample results of the second experiment, where different facial expressions, i.e. (a) happy,
(b) neutral, (c) sad, or (d) surprised, are expressed by a same person. Sample persons are chosen with different genders, e.g. male subject (1st-2nd rows) and female subject (3rd-4th rows).
The odd rows display the original images, while the even rows show the corresponding results
obtained by our method. Better viewed in colour.

4

Conclusions

In this paper, we introduced a consistent and computationally effective approach for
facial emotion detection and recognition, leading to new quantitative face emotion patterns, useful for real-world, human-robot visual interaction. The presented method uses
(i) multi-scale active contours, in conjunction with the (ii) emotion matching algorithm
ematch, in order to compare the contour pattern of the ‘mouth + lip’ active contour detected in the scrutinised human face with the ones from the proposed lower-face emotion template tree. Furthermore, both the multi-scale active contour algorithm for facial
emotion detection and the tree-traversal matching algorithm for face emotion recognition are compatible with real-time, intelligent agents’ communication.
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Fig. 6. Sample results of the third experiment, where the same facial expression (e.g. ‘surprise’) is
expressed by different persons. Sample persons have different ethnic backgrounds, and some have
structuring elements such as moustache, glasses, etc. The odd rows display the original images,
while the even rows show the corresponding results obtained by our method. Better viewed in
colour.
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Abstract. For natural and efficient verbal communication between a
robot and humans, the robot should be able to learn names and appearances of new objects it encounters. In this paper we present a solution combining active sensing of images with text based and image
based search on the Internet. The approach allows the robot to learn
both object name and how to recognise similar objects in the future, all
self-supervised without human assistance. One part of the solution is a
novel iterative method to determine the object name using image classification, acquisition of images from additional viewpoints, and Internet
search. In this paper, the algorithmic part of the proposed solution is
presented together with evaluations using manually acquired camera images, while Internet data was acquired through direct and reverse image
search with Google, Bing, and Yandex. Classification with multi-classSVM and with five different features settings were evaluated. With five
object classes, the best performing classifier used a combination of Pyramid of Histogram of Visual Words (PHOW) and Pyramid of Histogram
of Oriented Gradient (PHOG) features, and reached a precision of 80%
and a recall of 78%.

1

Introduction

Social robotics is a branch of robotics in which emphasis is put on human-robot
interaction involving social behaviors and rules. Such interaction can take place
at several levels and using several modalities, including natural-language communication. A robot’s interaction capabilities should, if possible, be adaptive
since both environment and tasks often change. In the case of natural-language
communication, an adaptive robot should, for instance, be be able to learn the
names and how to recognise new objects that it encounters. In this work, we
present a solution for this functionality based on the following idea. During its
daily operation, the robot analyses video camera images in real-time. The object
recognition system constantly tries to identify objects in the images in order to
be able to fulfil its various tasks. If the robot sees an object that does not match
any already learned object, it enters a learning mode. Our approach is to combine active sensing of images, with text based and image based search on the
Internet. The approach allows the robot to learn both object name and how to
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recognise similar objects in the future, all self-supervised without human assistance. The developed process comprises two steps; Determining Object Name,
and Object Category Learning. The first step starts when the robot sees an object
it does not recognise, and decides to learn it. While moving around the object
it captures images of the object from several viewpoints, and use them as input
for a reverse image search on the Internet. Several search engines provide this
functionality, and return sets of images similar to the input image by searching
the Internet. The returned images have associated text, which is retrieved and
analysed to generate a list of probable object names. A novel iterative method
including image classification, acquisition of images from additional viewpoints,
and Internet search is used to determine the most probable object name.
For the second step, Object Category Learning, the robot conducts a new
image search using the inferred object name as search cue. The returned images
are filtered and used as training data for a multi-class SVM classifier. 5 different
types of image features were evaluated as input to the classifier. The entire
process does not involve any kind of human assistance, and the robot manages
to learn both the name of the unknown object, and how to recognise similar
objects of the same kind all by itself.
In this paper, the algorithmic part of the proposed solution is presented
together with evaluations using manually acquired camera images. The paper
is organised as follows. In Section 2 and 3, the two steps Determining Object
Name, and Object Category Learning are described, respectively. In Section 4,
the specifics with image features and classification is explained. The practical
implementation is described in Section 5, and the results of tests are given in
Section 6. An overview of related work is given in Section 7 and Section 8 finalises
the paper with discussion and conclusions.

2

Determining Object Name

To determine the name x of a new unknown object o spotted by the robot’s
video camera, the robot takes multiple images of the object o from different
viewpoints o1 , . . . ol . In our experiments, four viewpoints (i.e. l = 4) were used.
The images are taken from close distance to minimise background clutter. Figure 1 shows sample images of five different objects from four different viewpoints.
The different viewpoints reduce the risk that important features of the object are
occluded, and are also important for generalisation in the learning process. Each
one of the captured images o1 , . . . ol is first used as input for a reverse image
search in an Internet search engine. Reverse image search is a form of content
based image retrieval where the found images are expected to be similar to the
input query image. The search engines typically use large-scale image retrieval
algorithms based on image similarity to perform this operation [15]. In this part
of the system, we used Google’s search engine.
Each one of the captured images o1 , . . . ol is first used as input for a reverse
image search in an Internet search engine. For all inputs o1 , . . . ol , the reverse
image search finds similar images i1 , . . . , in that have associated text chunks,
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Fig. 1. Five different objects shown from four different viewpoints

which are assumed to contain the name of the object shown in the image. These
text chunks, including the html page name, and image file name are therefore
analyzed. The found images i1 , . . . , in are not retrieved in this part of the system.
The text is cleaned by removing non-alphanumeric characters. From the cleaned
text, single nouns, bigrams and trigrams are extracted. Bigrams are pair of
consecutive units (letters, syllables or words) used in a text. Similarly, trigrams
are composed of three units. In our case, bigrams and trigrams must fulfil certain
properties to be selected. For bigrams, both units should be nouns. In this way,
compound nouns such as mobile phone and teddy bear are identified by the
system. For trigrams to be selected, they must contain nouns as first and last
unit, and a preposition as middle unit (e.g. bag of chips). In the following, the
extracted single nouns, bigrams, and trigrams are denoted names.
A histogram of the selected names is then created based on the frequency
of the words in the text (see Figure 2). Frequencies for synonymous nouns are
added, and only the most frequent word is retained while the others are discarded. To improve robustness, the feasibility of the histogram is then evaluated. A histogram is regarded feasible if the largest frequency is at least as
large as the number of associated text chunks. If the generated histogram is not
feasible, new images are retrieved, and a new histogram is generated. When a
feasible histogram has been generated, bars smaller than 20% of the largest bar
are removed. The names for the remaining bars are denoted probable names,
n1 , . . . , nm , and scores (probabilities) for all probable names are computed by
normalising the frequencies in the histogram.
Often, one of the probable names (most often the one with highest score) is
the correct object name, but in some cases the probable names do not include
the correct object name at all. For that reason, a novel method comprising the
following five steps is incorporated to determine the object name x by iteratively
removing words from the initial list of probable names n1 , . . . , nm .
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Fig. 2. Histogram of top ten names extracted from the text associated with images
retrieved by reverse image search with Mug images.

1. Each probable name ni , 1 ≤ i ≤ m is used as search cue in a regular Google
image search.
2. A small number of the found images (around 10) for each name ni , are used
to train a multi-class SVM classifier with Bag of Visual Words features [16].
Since the number of images is so small, the training is fast and computationally cheap.
3. The classifier is then used to classify the camera images o1 , . . . ol of the unknown object o taken from several viewpoints. Probabilities for the unknown
object’s name being each one of the probable names is given by the classifier.
4. Each probability is then added to the corresponding score for the corresponding probable name, and the scores are re-normalized. If the score for
a name is lower than a set threshold (20%), the name is removed from the
list of probable names.
5. If more than one name remains in the list, three additional images for each
name are retrieved from the image search result, and used to update the
classifiers. The steps 1-5 are then repeated. If one single name remains in
the list, or a set maximum number of loop iterations is reached, the procedure
is ended.
The procedure is illustrated with an example in Figure 3.
The time for determining the object name varies depending on the number
of iterations needed. The object name may be obtained after one iteration or it
may take several iterations to obtain the object name. The number of iterations
depends on the availability of similar looking objects found on the Internet and
on the number of items in the list of possible names extracted from the word
histogram. Our experiments took more than twelve iterations and the required
time in average was around 40-60 seconds.
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Fig. 3. The proposed method to determine object name. An image of the unknown
object o was used as query in the reverse image search, and the text associated with
the found images i1 , . . . , in were used to produce the following list of three probable
names with initial scores: (Lighting:57.99, Lamp:30.0 Lantern:12.0). Noteworthy, the
correct object name lamp has lower score than the word lighting. The probable names
are then used in an iterative search, classify, and update procedure that modifies the
scores and removes names until only the name lamp remains.

3

Object Category Learning

Once the probable name for the unknown object has been determined, the second step of the process starts. While a classifier for the determined name was
already created in the previous step, it was trained on a small number of images,
and is usually not capable to generalise and recognise images with other objects
of the same kind. For this reason a new classifier is constructed. Training data
is gathered by an image search using the determined name as search cue. In
this way, images associated with the found object name are found. Since the
maximum number of images returned by the used search engines are limited,
multiple searches are conducted using Google, Bing, and Yandex. Although the
three engines mostly return different images, images may often be duplicated. A
procedure based on image hashing was applied to remove images with identical
hash codes. Since the search engines typically use textual data associated with
the images to match the query, the returned images often do not contain the
expected object at all. In other cases, the object appears but not as the primary object in the image (see examples in Figure 4). Viewing these images as
outliers, the One-class SVM outlier detection algorithm described in [12] was applied. The classifier is first trained, using hyper parameters determined through
cross-validation. Then, all training data is classified, and all incorrectly classified
images are considered as outliers and removed from the training data set. This
procedure does not guarantee perfect outlier removal, but clearly improves per-

76

formance. A final classifier for the new object type was then constructed using
the cleaned data set. See Section 4 for details on the used classifiers and image
features.

Fig. 4. Image search results (partial) from Google, Bing and Yandex for search cue
Teddy bear.

The time for object category learning increases linearly with the total number
of classes that the classifier needs to learn. Our experiment with five object
classes took around 6-7 minutes including download time (around 150 to 300
images per class).

4

Classification

As described above, classifiers are used both for determining the object category,
and for learning how to recognise similar objects in the future. For both tasks,
we used a combination of Bag of Visual Words (BOVW) and SVM classifiers,
thereby taking a similar approach as in [7]. BOVW is a simple but widely used
technique [16] inspired by the Bag of Words (BOW) technique commonly used
for document classification. In BOW, all words in a documents are collected
without ordering, hence the name bag of words. Then a histogram is built from
the bag of words for each document, and finally the histograms are used as
features in a classifier. Analogously, in BOVW, each image is considered as a
document. A visual vocabulary is created, where image features are considered
as visual words. After extracting features from all training images, visual words
were created with vector quantization (VQ) that clusters the image features to
a given number of regions in feature space. We used the k-means algorithm to
cluster the image features (k denotes the number of clusters). A visual vocabulary
was then created where each cluster area in feature space represents a single
visual word in the vocabulary. Hence, the size of the vocabulary is equal to
the number of clusters. Each feature descriptor in a cluster is considered to
represent a specific local pattern in the image. Then, for each training image, a
word histogram is generated using the vocabulary and certain image features.

77

Hence, each histogram is a multi-dimensional vector with dimensionality equal
to the vocabulary size. We denote these histogram vectors object features (not
to be be confused with images features such as SIFT and SURF). The object
features were used as training data and were fed to an SVM classifier [4].
In this work, we initially used SIFT (Scale invariant feature transform) and
SURF (Speeded-Up Robust Features) as image features. In BOVW the image
features are extracted without any specific order. In this way, spatial information
in the image is lost. Pyramid of Histogram of Visual Words (PHOW) is a feature
description technique that utilizes the spatial information of the image features.
Therefore, PHOW was investigated as an alternative to BOVW to increase classification performance. As image feature in PHOW, the Dense-SIFT method is
used. Regular SIFT features were computed using Lowe’s algorithm [11], while
dense-SIFT descriptors were computed throughout the image with small uniform spacing and multiple scales. In the presented work, 3 pixels spacing and
four different scales: 4, 6, 8, 10 were used for extracting dense-SIFT features [14].
To further investigate possible image features, Histograms of Oriented Gradient
(HOG) [5] were also considered. HOG is a feature description method that uses
orientation of image gradients to capture the shape of the object. HOG features
are computed by creating histograms for the magnitude of the orientation of
gradients in small sub-regions of the image. Pyramid of Histogram of Oriented
Gradient (PHOG) is a technique that extends the idea of HOG in a similar
way as PHOW extends BOVW. It uses spatial information of extracted HOG
features throughout the image. To summarize, classification with five different
image feature settings were evaluated: BOVW (with SIFT and SURF features),
PHOW, PHOG and a combination of PHOW and PHOG.

5

Implementation

The implementation was done using Python and Matlab programming languages. We used Python’s Natural Language Toolkit (NLTK) to process retrieved text associated with the returned images in Google’s reverse image
search. In the BOVW method, SIFT and SURF features with sizes is 128 and 64
respectively were extracted using the OpenCV library. The k-means algorithm
was used to cluster the image features. k = 50 was chosen since it gave highest
accuracy for both SIFT and SURF. The number of iterations for k-means was
set to 30 to avoid local minima.
Both one-class and muti-class SVM were implemented using Python’s Scikitlearn machine learning library. As SVM kernels, linear, RBF and Chi2-square
were considered. Based on five-fold cross-validation and grid search, the RBF
kernel with C = 50 and γ = 0.00781 was chosen for the multi-class SVM classifier
and the BOVW method.
To implement the PHOW and PHOG, the VLFeat [14] computer vision library was used. VlFeat provides routines to extract dense-SIFT features, which
are advantageous for the PHOW method. To obtain PHOG features, we used
Anna Bosch’s implementation of the PHOG feature extraction method [2]. The
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bin size of the histogram of oriented gradients was set to 40, and the range of
orientation to 360. The number of pyramid layers was 2. For both PHOW and
PHOG, a chi-square kernel was used in the classifier.

6

Evaluation

Since the envisioned physical robot system that decides if and when to learn a
new object category was not available, images from a stand-alone Logitech high
definition web-camera was used to generate the initial images of the objects to
be learned, from different viewpoints. The following five categories were used:
Eyeglass, Headphone, Mug, Spoon and Teddy Bear. As described above, the
internet search engines Google, Bing, and Yandex images provided the training
data, both for learning object name, and how to recognise objects. The chosen
five object categories are also represented in the Caltech-256 benchmark dataset,
and images from this dataset were used as test data in order to enable comparison
of performance with other work. The number of training images and test images
for the five categories are given in Table 1.
As described in Section 4, classification with five different features settings
were evaluated: BOVW (with SIFT and SURF features), PHOW, PHOG and
a combination of PHOW and PHOG. The three performance measures Precision = TP/(TP+FP), Recall = TP/(TP+FN), and F1 = (2x Precision x Recall)/(Precision+Recall) were computed and evaluated for all classifiers/features.
Best results were achieved for the combination of PHOW and PHOG (i.e. Pyramid of Histogram of Visual Words and Pyramid of Histogram of Oriented Gradient), with average precision, recall, and F1-score of 80%, 78%, and 0.78 respectively (see Table 1). The confusion matrix (Figure 5) shows for instance,
somewhat surprisingly, that the most common mistake (19%) was to classify a
spoon as a teddy bear, while a teddy bear never was classified as a spoon.

Precision Recall F1
Eyeglass
0.67
0.77 0.72
Headphone 0.95
0.73 0.83
Mug
0.84
0.89 0.86
Spoon
0.78
0.59 0.67
Teddy bear 0.70
0.98 0.82
Average
0.80
0.78 0.78
Table 1. Precision, Recall and F1 for the SVM classifier using PHOW and PHOG
features.

For comparison with other image features, performance for BOWV (SIFT),
BOVW (SURF), PHOW, and PHOG approaches are presented in Tables 2,3, 4,
and 5 .
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Fig. 5. Confusion matrix for the SVM classifier using PHOW and PHOG features.

Precision Recall F1-score
Eyeglass
0.55
0.71
0.62
0.65
0.60
Headphone 0.56
Mug
0.47
0.41
0.44
Spoon
0.42
0.12
0.19
0.70
0.59
Teddy bear 0.51
Average
0.51
0.52
0.49
Table 2. Precision, Recall and F1 score for BOVW (SIFT) features.

Precision Recall F1-score
Eyeglass
0.36
0.39
0.37
Headphone 0.58
0.75
0.66
Mug
0.26
0.24
0.25
Spoon
0.13
0.03
0.05
Teddy bear 0.53
0.76
0.63
Average
0.39
0.46
0.41
Table 3. Precision, Recall and F1 score for BOVW (SURF) features.
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Precision Recall F1-score
Eyeglass
0.59
0.80
0.68
0.64
0.75
Headphone 0.90
Mug
0.84
0.87
0.85
Spoon
0.78
0.59
0.67
Teddy bear 0.72
0.96
0.82
Average
0.78
0.76
0.75
Table 4. Precision, Recall and F1 score for PHOW features.

Precision Recall F1-score
Eyeglass
0.47
0.60
0.53
Headphone 0.84
0.65
0.73
Mug
0.63
0.61
0.62
Spoon
0.71
0.52
0.60
Teddy bear 0.56
0.78
0.66
Average
0.67
0.64
0.64
Table 5. Precision, Recall and F1 score for PHOG features.

7

Related Work

The presented work uses Reverse Image Search to retrieve images similar to the
images with the unknown object, followed by an analysis of the text chunks associated with the images to determine the correct object name. A similar approach
is described in [8] but without our suggested method that combines learning with
additional image acquisition in order to determine the object name. A related
approach was taken in [1] where the authors argue that images obtained from
Internet search may be combined with manually annotated images to address
the domain adaption problem and achieve better performance. This approach is
obviously not self-supervised as opposed to the method proposed in this paper.
Khan et al. dealt with weakly/ambiguously-labeled internet images using
multiple instance learning (MIL) [9]. The method is divided into three stages.
Firstly, an object model is learned that detects only the presence or absence of
target object in the images. With this classifier a number of images are selected
with high confidence that contain the target object. Then, considering each image
as a bag of objects, the position of target object within the image can be detected.
The location information is used afterward to train a fully supervised latent
SVM part-based model [7]. For image representation, the authors used PHOG
and PHOW, which is also the approach taken in this paper. In [10], the authors
proposed a bi-modal solution where visual and textual cues are combined for
retrieving positive images from internet to apply in robotic applications. Inspired
by the fact that human uses additional linguistic cues when referring to an object
to prevent ambiguity, the authors performed multiple subsearches with different
auxiliary keywords for same object. This is done as a way to deal with polysemes
and to filter out unrelated images.
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The authors in [3] consider the Internet as a source of large-scale data (e.g.
images) and use Convolutional Neural Networks (CNN) to utilize large-scale
data. The implemented model in [3] consists of five convolutional layers followed
by two fully connected layers and finally another fully connected layer for classification. The learning is done in two stages. First, easy images (i.e. with clean
background and appearance) are used for initial training. Second, to make the
system robust, a training is provided with hard (non-easy) images that works as
fine-tuning the network. Moreover, the authors use a relationship graph between
the images to provide additional information of the classes helping to regularize
the network training. Finally, the authors train a Region-based CNN (R-CNN)
with localized objects within the images to make the system capable of not only
recognizing objects, but also detecting their locations. The implementation was
tested on PASCAL VOC (2007 and 2012) [6] and showed promising results.

8

Discussion and Conclusion

We have presented a self-supervised approach including active sensing, by which
a robot can learn both new object categories, and how to recognise similar objects in the future. Using images acquired from different viewpoints, a robot can
learn to categorise objects it has never seen before, without any kind of human
assistance. The best performing classifier used a combination of PHOW and
PHOG features and reached a precision of 80% and recall of 78%. Second best
was PHOW, with a precision of 78% and recall of 76%. It is clear that using spatial information, as in PHOW and PHOG, significantly improved classification
accuracy compared to for instance SIFT that only reached a precision of 51%
and recall of 52%.
It is hard to directly compare the results to earlier work. In [17], the accuracy
for 256 classes in the Caltech-256 dataset was reported to 70.6%, using deep
convolutional network, and training with 1300 manually labelled data per class
from the ImageNet-2012 dataset [13]. Since our work only used 5 classes, the
results are not directly comparable. However, since we only used in average
174 weakly-labeled images for each class, our results indicate that the proposed
method has potential for the envisioned application.
Despite the promising performance results, some challenges and limitations
have been identified. The object categories learned by the system are in some
cases very generic. As an example, the robot may not distinguish between an
acoustic guitar and an electric guitar, or between a tennis racket and a badminton
racket, because of their visual similarities. Likewise, it may detect both raspberry
and strawberry as generic berries. Rare object categories may not be learned by
the system if matching images cannot be found by the Internet search engines.
Another limitation is that the system cannot categorise objects based on color,
since color information is not included in the learning process. For instance, a
red T-shirt and blue T-shirt are regarded as identical. Despite these limitations,
the presented system shows promising results. The novel approach to determine
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object name, using fast multi-class SVM, and acquisition of additional images
from new viewpoints, is believed to contribute strongly to these results.
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